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Abstract

In the past decade, arti�cial intelligence (AI)-based healthcare solutions have achieved
impressive advancements, largely driven by the development of deep learning models tai-
lored for medical data analysis. Among various medical data analysis tasks, medical image
segmentation is considered a complex task aimed at accurately identifying and delineat-
ing the pixels or voxels associated with speci�c target classes. The intricacies of medical
images|including inter-modality and intra-modality variations, along with issues such as
data scarcity and imbalance|pose signi�cant hurdles. Consequently, many state-of-the-art
segmentation approaches developed for natural images often struggle to provide accurate
segmentation predictions on medical image data. This thesis addresses several challenges
in the domain of medical image segmentation through multiple distinct contributions. The
architectural contributions aim to improve segmentation quality in volumetric data, as
well as to enhance computational e�ciency. Furthermore, advanced learning strategies are
developed to address data-related issues such as class imbalance, scarcity of labelled data,
and the appearance of novel object classes during inference.

At �rst, the thesis investigate architectural design choices to enhance the performance
of deep learning-based volumetric segmentation methods, with a focus on improving the
segmentation quality of elongated structures and object boundaries. By exploring the
strengths of convolutional neural networks (CNNs), transformers, and multi-layer percep-
tron (MLP) mixers, a novel volumetric MLP-mixer-based hybrid architecture is introduced
to capture global features more e�ectively and improve boundary prediction in complex
3D volumetric datasets. Then, the thesis propose DwinFormer, a CNN-transformer hybrid
framework featuring novel contributions to expand the receptive �eld beyond conventional
windowed attention approaches (e.g., Swin attention), while remaining computationally
e�cient compared to full self-attention mechanisms. In this architecture, we introduce the
Nested Dwin Attention (NDA) layer, enabling attention computation with global receptive
�elds along the horizontal, vertical, and depthwise directions, as well as the Convolutional
Dwin Attention (CDA) layer for global contextual feature extraction. As a third contri-
bution, this thesis investigates the development of segmentation architectures that strike
an optimal balance between computational complexity and segmentation performance. To
this end, we present InceptionMamba, a lightweight network that leverages convolutions in
conjunction with the Mamba block within a novel InceptionMamba Module (IMM) to cap-
ture diverse contextual information. By incorporating a state-space model and employing
a lightweight decoder, we achieve state-of-the-art performance on a range of 2D medical
and microscopic image segmentation datasets, while signi�cantly reducing computational
cost.

Finally, this thesis addresses real-world data and learning challenges in medical image
segmentation. In practice, medical datasets are often small, imbalanced, and may include
unknown target categories not seen during training. E�ectively distinguishing such un-
known categories while accurately recognising previously trained categories is crucial for
robust segmentation. To this end, we propose a semi-supervised open-set learning approach
for medical image classi�cation and segmentation, where we also introduce novel feature
regularisation and weight normalisation strategies to mitigate class imbalance in medical
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datasets. To summarise, the multiple interconnected contributions of this thesis aim to
tackle various challenges in both 2D and 3D medical and microscopic image segmentation,
thereby advancing the application of deep learning methods in this important domain.
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Lay Summary of Thesis

Medical imaging techniques, such as MRI and CT scans, play a vital role in helping doctors
detect and diagnose health conditions. However, analyzing these images is often time-
consuming and requires expertise. This research focuses on developing computer-aided
methods that can automatically interpret, outline, and label important regions in medical
images, with the goal of making the process faster and more accurate. This task, coined
as "segmentation" faces numerous challenges when applied to medical images, compared
to natural images. First, volumetric segmentation or segmentation of 3D images like CT
scans and MRIs are complex in nature compared to 2D image segmentation task. In
addition, medical image datasets are often unbalanced due to variation in the occurrence
rate of di�erent diseases. It is also important to consider the possibility that test cases may
contain samples from previously unseen or unknown categories, which must be accounted
for while designing the computer aided methods. Moreover, the existing methods demand
supercomputers with higher processing capacity. This thesis presents four interconnected
Chapters, each specialized in tackling one or more of the aforementioned challenges. This
thesis focuses on addressing the most challenging aspects in the medical segmentation
domain.
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Chapter 1

Introduction

Medical image segmentation is an essential task in the modern healthcare domain, which
aids critical diagnostic tasks such as tumor grading, cellular analysis, and organ local-
ization [19, 20]. It involves identifying and delineating pixels corresponding to speci�c
target structures. Automated segmentation aids medical practitioners by providing task-
speci�c insights through visualizations and measurements. Segmentation not only helps
in highlighting abnormal cell/tissue regions but also helps professionals to track disease
progression [21]. For instance, automated segmentation can facilitate monitoring and ana-
lyzing the progression of cancer with greater accuracy [22, 18]. Identifying subtle variations
in the shape and size of tumors helps clinicians formulate e�ective treatment strategies and
make better decisions for patient care.

Traditional segmentation methods utilize handcrafted feature extraction methods based
on image processing techniques such as edge detection, thresholding, and other morpholog-
ical operations [18]. In the last decade, deep learning techniques have gained popularity in
the medical image segmentation domain, improving the interpretability of complex medical
images. By learning deep features, models can automatically extract semantic information
from images, improving segmentation accuracy and o�ering greater 
exibility for di�er-
ent datasets and tasks. Convolutional neural networks (CNNs)-based [23, 19, 13, 24] and
Transformer-based models [20, 21, 22, 25], have shown signi�cant success in this �eld.
The UNet architecture introduced in [23] has become a milestone in the evolution of deep
learning approaches in segmentation. A signi�cant amount of research has been conducted
based on the UNet architecture on di�erent modalities of medical images, many of which
exhibit state-of-the-art performances [19, 20, 22, 26, 27].

Although deep learning techniques utilized in the literature for both natural and med-
ical images share some similarities, medical images exhibit substantial di�erences in char-
acteristics [28]. Medical images such as CT, magnetic resonance imaging, and microscopic
images are captured using specialized equipment, and can highlight minute details re-
garding the structure and functioning of cells/tissues [29]. The spectral range of medical
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CHAPTER 1. INTRODUCTION 2

Figure 1.1: Sample images (row 1) and their ground truth segmentations (row 2) from
various medical image segmentation tasks, ranging from multi-organ segmentation in CT
scans to �ne-grained cellular region segmentation in microscopic images.

images is another di�erentiating factor. While natural images present the visible light
spectrum, medical imaging techniques can capture non-visible spectral radiations includ-
ing infrared or mechanical waves such as ultrasound, depending on the imaging modality
[28, 30]. Additionally, medical images exhibit high variation in color and intensity com-
pared to natural images [29]. For example, X-rays and CT scans are grayscale while
microscopic images, MRIs, and PET scans are color-coded to emphasize certain abnor-
malities or structures. Unlike natural image datasets which are two-dimensional, medical
images can be two-dimensional (X-rays, Ultrasound), three-dimensional (CT scans, MRI),
or even four-dimensional (4D MRI) [30]. Medical images exhibit greater intra-modality
and inter-modality variations in texture, contrast, and noise, compared to natural images.
When it comes to annotation and interpretation, medical images require the expertise of
radiologists or pathologists to identify and delineate tumors, organs, and abnormalities in
tissue regions. Figure 1 presents sample images from diverse medical datasets namely (a)
Multi-organ Synapse dataset (CT), (b) ISIC2018 dataset (deramtoscopy), (c) Cell HMS
dataset (Cell dataset) and ACDC dataset (MRI) along with their corresponding ground
truth masks. In addition, the collection of human data is subject to privacy and ethical
concerns, which limits the availability of large and balanced medical datasets [29, 30].

The aforementioned characteristics of medical images make their analysis, such as seg-
mentation, challenging. Moreover, medical imaging modalities such as CT, MRI, ultra-
sound, and X-rays have modality-speci�c characteristics that require tailored approaches.

1.1 Objectives

Considering the unique challenges in medical images, this thesis focus on the key aspects
in medical image segmentation, namely volumetric segmentation, computational e�ciency,
semi-supervised learning, open-set recognition, and long-tail learning. This thesis system-
atically addresses these challenges through four interconnected contributions, each target-
ing a speci�c challenge in the �eld. The chapters 3 -5 of the thesis present architectural
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enhancements for medical image segmentation, while di�erent deep learning strategies are
explored in Chapter 6. By tackling the challenging segmentation scenarios, it is aimed to
improve the accuracy and e�ciency of segmentation models to develop medical image seg-
mentation approaches suitable for real-world segmentation scenarios and assist in a more
precise diagnosis.

1.1.1 Hybrid Architectures to Improve Volumetric Medical
Image Segmentation.

3D medical image segmentation is more complex compared to 2D segmentation as it needs
voxel-level precision [20, 22]. It requires processing multiple slices from a 3D volume and
hence becomes computationally more demanding. Besides, target structures may appear
across multiple slices, and hence modelling the spatial relationships between slices is crucial
for an e�ective segmentation model [31]. It can be seen that organ boundaries extend be-
tween di�erent slices, and structures overlap in the views, which makes boundary detection
in volumetric segmentation complex in nature. Noise and other distortions are compara-
tively more evident in 3D images which further complicate the boundary detection [31].
Numerous deep learning models based on CNNs [32], transformers [33], MLP-mixers [34]
and Mamba models [35] were introduced in the literature, optimized for natural images.
UNet [23] and its variants [19, 21, 27] involving CNNs and transformers has shown excep-
tional performance in 3D medical images but these methods demand more expertise to
encode intrinsic domain-speci�c characteristics, such as 3D volumetric structures, blurred
boundaries and multi-scale variations. CNNs, in spite of their capability to encode hier-
archical details, still struggle to capture long-range dependencies in images [25]. On the
other hand, transformers present the ability to carefully encode long-range contextual in-
formation and to explicitly encode global dependencies [36, 25]. Alternatively, MLP-mixers
[34] have demonstrated their modeling capabilities in 2D image segmentation by captur-
ing non-linear features and modeling complex relationships. Given these observations, this
thesis examines the scope of leveraging the characteristics of di�erent deep learning models
concurrently in 3D volumetric segmentation.

In Chapter 3, a hierarchical encoder-decoder framework is proposed, speci�cally tailored
for 3D medical images. Our approach explicitly captures shape-boundary characteristics
critical for organ segmentation by integrating local volume-based self-attention to encode
spatial details at high resolution and a novel volumetric MLP-mixer at lower resolutions
to model global dependencies along with CNNs for up/down sampling the feature maps.
This hybrid architecture makes use of the self-attention mechanisms of transformers, the
parallel processing capabilities of CNNs, and the non-linear modeling capabilities of MLP-
mixers. This framework e�ectively captures �ne-grained and coarse details, outperforming
existing methods in the literature with enhanced boundary segmentation. The adaptation
of various architectural choices in 2D image segmentation is also studied, for the volumetric
segmentation task.

Analysing the 3D medical images further, it becomes clear that 3D image segmentation
process can be enhanced signi�cantly by enlarging the attention area without escalating
computational complexity. It is intuitive that extending the attention computation to
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include enlarged windows along the depthwise dimension, alongside the horizontal and
vertical directions as used in the Cross-sectional Swin Transformer [3] can further enhance
the model's ability to encode depth-wise contextual information.

Hence, Chapter 4 introduces DwinFormer, a CNN-transformer hybrid architecture that
enhances global-local feature integration compared to state-of-the-art techniques. The
main contribution lies in the Dwin block, with its Nested Dwin Attention layer separately
computing attention along horizontal, vertical, and depthwise axes to encode global context
in all directions. Complemented by the Convolutional Dwin Attention (CDA) layer to
retain local precision, DwinFormer achieves state-of-the-art performance on 3D multi-organ
and cellular datasets, demonstrating robustness to variable organ shapes and sizes.

1.1.2 Computationally E�cient Segmentation

Deep Learning methods in medical image segmentation can be computationally expensive
due to the complexity of models on high-resolution medical images like CT scan, MRI,
and ultrasound images [28]. Deep learning models using CNNs further increase the com-
putational cost due to large number of trainable parameters and FLOPs. On the other
hand, ViT has a self-attention mechanism, due to which it exhibits quadratic complexity
with respect to the number of tokens [3]. Use of multiple attention heads and layers in
transformers also increases memory and processing requirements in deep learning methods.
Despite the fact that these methods achieve high accuracy, the trade-o� between compu-
tational cost and performance without compromising segmentation quality remains a key
challenge in the medical image segmentation domain.

InceptionMamba is introduced in Chapter 5, which is a lightweight framework com-
bining Mamba blocks with Inception-style depth-wise convolutions. The novel Inception
Mamba Module (IMM) block captures multi-scale features to resolve blurred boundaries
and overlapping cells, while pro�ciently leveraging state-space models for modeling long-
range dependencies, thereby ensuring computational e�ciency. While achieving superior
performance on microscopic and dermatoscopic datasets, this hybrid design reduces com-
putational costs by 5 times compared to transformer-based models. The e�ciency gains
and improved segmentation quality make the model a strong competitor to the existing
state-of-the-art methods.

1.1.3 Learning Strategies to Address Data Related Challenges
in Medical Image Segmentation

In real-world scenarios, the availability of large and balanced medical datasets is often
impossible due to practical constraints in the collection and annotation of medical data
[30, 28]. The quantity, quality, and balance of the training data is crucial for the unbiased
and e�ective analytical performance of deep learning models. However medical datasets
are often small and imbalanced, and some categories are underrepresented compared to
others. This highlights the need for deep learning techniques with limited supervision, with
the ability to deal with long-tail medical data. In addition, medical datasets may contain
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unknown categories that lack ground-truth information. This circumstance is overlooked
by traditional closed-set deep learning models.

To address the aforementioned issues, in Chapter 6 an open-set semi-supervised learning
framework is proposed to address long-tail distributions and unknown class identi�cation.
Observing that the open-set semi-supervised learning for long-tail distributed datasets is
less addressed in the classi�cation literature, the problem setting is �rst solved for the
classi�cation task and then extended it to the medical image segmentation domain. By
integrating feature-level regularization to mitigate bias toward majority classes and classi-
�er normalization to enhance discriminability, the approach improves both closed-set and
open-set classi�cation accuracies. Evaluations on skin lesion, retinal, and histology datasets
demonstrate signi�cant gains in recognizing rare and unseen categories, even with limited
labeled data. These techniques were implemented on both classi�cation and segmentation
tasks and extensive ablations were conducted to validate our claims.

1.2 Synthesis and Impact

This thesis makes several key contributions to the �eld of medical image segmentation.

Architectural Innovations : Network architectures were speci�cally designed to ad-
dress the challenges of medical imaging, speci�cally for 3D medical images. Signi�cant
improvements were achieved by incorporating domain-speci�c architectural choices in seg-
mentation accuracy and reliability.

Computational E�ciency : Recognizing the practical constraints of applications, im-
age segmentation networks were implemented, designed to optimize the model complexity
and inference time. The work demonstrates that it is possible to achieve state-of-the-art
performance while still meeting the computational demands of real-world deployment.

Semi-Supervised and Open-Set Learning : Our proposed semi-supervised frame-
work achieves state-of-the-art performance with limited annotated data while also adapting
the segmentation models to encounter novel clinical scenarios. This contribution is par-
ticularly relevant in the clinical environments where new types of pathology may emerge,
necessitating models that are both robust and adaptable.

Our contributions are interdependent and they complementarily tailor the deep-learning
techniques for challenging tasks in the healthcare domain, speci�cally addressing the
modality-speci�c characteristics. The proposed frameworks were validated on diverse med-
ical datasets including 3D organs (Synapse [6], ACDC [37], MSD Liver [38], MSD Pan-
creas [38]), retinopathy (DDR) [8], histopathology (GLaS [39]) and lesions (ISIC2017 [40],
ISIC2018 [9, 41], ISIC2019 [42]). Additionally, evaluations on complex non-medical cell
datasets such as SegPC21 [43], HMS [1], and TissueMNIST [10, 44] further demonstrate
consistent improvements over state-of-the-art methods. By bridging gaps between theoret-
ical models and real-world clinical needs, this thesis provides tools that enhance diagnostic
adaptability.



Chapter 2

Background

2.1 Medical Image Analysis

Medical Image Analysis has become a crucial element in modern healthcare, facilitating
accurate diagnosis and treatment planning for a wide variety of diseases [28, 20]. Several
critical medical tasks like disease diagnosis, prognosis prediction and treatment planning
has been automated using deep learning models in the last few decades, advancing the
medical image analysis domain. The ability of deep learning models to identify complex
patterns to learn from diverse datasets, and to generate predictive models has popularized
the deep learning approaches for medical image analysis [27]. Moreover, accessibility to
advanced computational resources has enabled the training of sophisticated algorithms,
enhancing the performance in di�erent deep learning tasks like object detection, classi�-
cation and segmentation. Analysis of medical images such as CT, MRI and X-rays using
deep learning techniques improved accuracy and reduced the time required to interpret
medical images. It has accelerated the disease classi�cation, pathology identi�cation and
has become a supportive aid for tracking disease progression [28, 45]. In addition, deep
learning frameworks are capable of detecting subtle patterns in medical images which can
be challenging for human experts to identify, which in turn facilitates early detection and
assists in planning treatment strategies.

2.1.1 Medical Image Segmentation

Medical image segmentation is a pivotal task in medical image analysis which is more com-
plex in nature compared to classi�cation or detection, as it involves accurately identifying
and segmenting the pixels/voxels belonging to the target structures [19, 30]. Boundary of
target structures like cells, tumors, blood vessels and organs must be precisely detected
for aiding di�erent medical tasks. The accuracy and precision of these methods can be a
determining factor in deciding the treatment plan for the patient. For instance, in cancer

6
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diagnosis, the tumor shape, size, position and irregularities in the tumor boundary can
in
uence the clinicians to adopt di�erent treatment strategies like chemotherapy, radiation
therapy or surgery [46]. Segmentation task provides deeper insights on the spatial details of
the image which helps the clinician to target a�ected areas and to preserve the surrounding
healthy tissues [47].

While classi�cation assigns a single label for the entire image, segmentation demands
a pixel level analysis that helps in di�erenciating the target structures. Factors like noise
and artifacts, low contrast etc can obscure the boundaries in medical images. Moreover,
the target structures can vary greatly in shape, size and texture over population and
even within the same patient over time, which demands high precision in segmentation
[30]. In more complex scenarios like volumetric segmentation, the target structures may
extend across di�erent slices in the depth-wise direction, which necessitates the need for
sophisticated deep learning algorithms for reliable performance [31].

Despite the progress in deep learning methods for segmentation, ambiguous boundaries
and overlapping structures pose challenge to accurate target segmentation. For example,
separating blood vessels from surrounding tissues can be di�cult in cardiovascular imag-
ing; identifying lung abnormalities is a di�cult task in pulmonary imaging. In addition,
imbalance in data distribution induces a bias in the segmentation results towards the head
classes (containing large number of samples), under-segmenting some classes [30]. Data
scarcity, due to the ethical and privacy concerns in medical data collection, is another
prime challenge in training deep-learning models [45]. Presence of unknown class targets
in the dataset can also be a cause of concern while leveraging an e�ective segmentation
network suitable for practical-world segmentation setting.

In recent years, numerous studies have been conducted with the aim of improving med-
ical image segmentation with advanced deep learning algorithms. To facilitate e�ective
learning, self-supervised and semi-supervised learning strategies were adopted [48, 18]. Ap-
proaches like incorporating multi-modal data or applying advanced post-processing tech-
niques were also being being explored to improve segmentation accuracy [49]. Overall,
medical image segmentation plays a crucial role in the healthcare domain, providing vital
information regarding desease conditions to assist the clinicians. As deep learning contin-
ues to evolve, segmentation techniques are expected to become more precise, leading to
better and more personalized healthcare interventions.

2.2 Medical Imaging

Medical imaging is critical in the health care domain enabling faster and accurate disease
diagnosis by capturing intrinsic details about the internal organs and tumors. It plays a
vital role in detecting and delineating the size and shape characteristics of di�erent internal
structures or abnormalities [28]. Common imaging techniques, such as ultrasound [50, 51],
X-rays [52], magnetic resonance imaging (MRI) [46, 53, 54], computed tomography (CT)
[55, 56, 28], and dermatoscopy [9] are used to detect and monitor a wide range of diseases
a�ecting the vital organs such as the lungs, brain and liver. These imaging modalities
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provide high-resolution images aiding the healthcare pro�essionals in accurate diagnosis
and treatment planning.

Typically each target type is associated with speci�c imaging modalities. For instance,
CT scans are commonly used for multi-organ segmentation, liver segmentation, lung cancer
segmentation etc. Mammography is utilized for breast cancer screening while breast lesion
characterization is performed with the help of ultrasound images. On the other hand,
millimeter-wave imaging is a common imaging mode for skin cancer diagnosis by detecting
biochemical changes attributed by pathological advancements in the skin [29]. Healthcare
professionals take advantage of computer aided diagnosis (CAD) systems for accurate in-
terpretation of medical images. Deep Learning algorithms, a subset of CAD systems has
enabled the extraction of signi�cant parameters from diverse datasets including degree of
malignancy and helps in precise localization of organs or lesions.

However, despite the fact that medical imaging o�er numerous advantages, it has spe-
ci�c drawbacks. Prolonged radiation exposure for image acquisition can increase the risk
for developing cancer over time. Also, its application on pediatric patients has raised con-
cerns who has a higher sensitivity to radiations. However, bene�ts of medical imaging in
diagnosis and treatment of diseases outweigh these risks. The following subsections discuss
di�erent image modalities illustrated in Figure 2.1 and their applications.

2.2.1 Modalities

The major imaging modalities solely depend on various energy sources, namely light waves,
electrons, X-rays, lasers and magnetic resonance [28]. For monitoring conditions of di�erent
organs/tissues, image data is acquired at di�erent hierarchical levels , ranging from entire
body level, to organ system, to cellular and to molecular levels. Various imaging techniques
involves the interaction of energy with di�erent body parts.[29] The commonly used medical
imaging modalities are X-ray, magnetic resonance imaging, ultrasound, mammography,
computed tomography etc.

2.2.1.1 X-rays

X-rays are a part of the electromagnetic spectra similar to radio waves and visible light.
X-rays, with its high energy radiations, have the ability to pass through most objects
including human body to produce 2D images [52]. Various tissues or body structures
absorb radiations at di�erent rates, which is the core principle behind X-ray imaging. X-
ray images can be used to examine various body parts [28]. X-ray images of bones can be
used to detect arthritis, fractures and infections while kidney and bladder stones can be
identi�ed using abdominal X-rays.

2.2.1.2 Computed Tomography (CT)

CT scan is a widely used imaging technique that create detailed cross-sectional images of
the body by combining X-ray technology with computer processing [28]. It provides in-
depth details about the structure of tissues and organs, helping the clinicians to characterize
abnormalities. CT scan performs a more detailed analysis compared to conventional X-ray
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Figure 2.1: Sample images acquired with di�erent imaging techniques. The images were
taken from di�erent publicly available datasets [6], [7], [8], [9], [10], [11], [12] .
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images. CT scan is acquired by 360 degree rotation of X-rays around the body. This helps
in capturing di�erent views of the same tissue or organ and helps to point out minute
details in the structure [29]. CT scans, can most importantly indicate the patient's risk for
developing cancer in future by detecting abnormal cell growths [56]. During the COVID-
19 pandemic, it was reported COVID-19 was more accurately detected by chest CT scans
rather than X-ray images [55].

2.2.1.3 Ultrasound

Ultrasound or sonography images utilize non-invasive acoustic waves of high frequency
for generating real-time visualizations of di�erent body structures[28]. Ultrasound images
contain black and white shades based on the rate of absorption of sound waves by di�erent
tissues. Ultrasound images are particularly useful for imaging soft tissues of the body like
breast, testis, muscles, tendon, and thyroid gland.

2.2.1.4 Magnetic Resonance Imaging (MRI)

MRI is an e�ective, non-invasive imaging technique that helps to detect a wide range
of diseases including cancer [46]. It utilizes a strong magnetic �eld and radio waves to
produce detailed images of the internal organs or tissues, providing deeper insights into
the anatomy and pathology of tissues. MRIs are advantageous in scenarios where soft
tissues are examined. It has proven the capability as a supportive tool in the cancer
studies, particularly aiding in detection, grading and monitoring the cancer progression
[46].

2.2.1.5 Dermatoscopic Images

Dermatoscopy or skin surface microscopy is a medical imaging technique, invasive in nature,
useful for identifying suspicious skin conditions [57]. It can distinguish between di�erent
cancer types like basal cell carcinoma or squamous cell carcinoma. Furthermore, it can
also diagnose non cancerous dermatological conditions like pigmentary dermatosis, in
am-
matory dermatosis, infectious dermatosis, and di�erent scalp, hair and nail disorders[57].
These images are captured with a specialized equipment called dermatoscope which pro-
vides magni�ed and illuminated images of the skin's surface.

2.2.1.6 Fundus Images

Fundus images are non-invasive, 2D images, which is used for regular eye screenings and
to monitor disease conditions in eye regions [58]. It aims to capture the 
at structure
of the retina, macula and optic-disc. Fundus images can greatly help clinicians to detect,
diagnose and monitor disease conditions such as diabetic retinopathy, macular degeneration
and glaucoma.
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2.2.1.7 Whole Slide Images

Whole Slide Images (WSIs) are high-resolution scans of histopathology slides that capture
minute tissue characteristics at di�erent magni�cations, widely used in medical diagnostics
and research. While other modalities adopt in-vivo visualization, surgical specimens are
processed and microscopic views are captured in whole slide imaging, which o�ers a detailed
view of the tissue/cell.

2.3 Deep Learning for Medical Image Segmentation

Earlier methods for medical image segmentation were based on the mathematical models
like edge-detection, region growing, template matching, graph cuts and so on [28]. Deep
learning techniques incorporating CNNs and transformers, have shown promising results by
solving many domain speci�c edge cases. CNNs with its capability to e�ectively model lo-
cal contextual information, has proved to be a bottleneck choice for segmentation networks.
An initial e�ort to utilize deep learning for medical image segmentation was performed in
[59]. In this method, the input images were passed through the CNN to produce meaning-
ful feature representations which was used by fully connected layers to generate pixel-level
predictions. However, the application of fully connected layers on top of the feature maps
depleted the spatial information, which limited the model performance. Long et al. pro-
posed a more powerful method namely Fully Convolutional Networks (FCNs) [24], which
incorporated convolution blocks that include convolution, pooling and activation layers in
the encoder and up-sampling operation in the decoder path that gradually increases the
spatial dimension for enhanced �ne-grained segmentation.

Ronneberger et al. proposed the UNet [23] model for biomedical image segmentation.
By exploiting the data augmentation strategies, UNet can e�ectively extract insightful
feature representations from smaller datasets, improving the segmentation performance.
The UNet architecture is comprised of a contracting path (encoder) and an expanding
path (decoder). The encoder consists a number of down-sampling modules which compute
intermediate feature representations encoding the semantic and contextual details. The de-
coder upsamples these feature representations by utilizing up-sampling operations reducing
the dimensions and enlarging the spatial resolutions of the feature maps. Skip connections
are employed from the encoder to the decoder at each stage. This enables the network
to simultaneously use high-resolution context details along with low-level feature maps for
precise segmentation. Since 2015, UNet architecture has been recognized as a standard
backbone in the �eld of medical image segmentation, and numerous variants of the model
were proposed to enhance the segmentation capabilities in medical images [19, 21, 27, 16].

2.3.1 Volumetric Image Segmentation

3D volumetric segmentation helps in identifying the regions of interest within a 3D volume
and aids in diagnostic imaging, treatment evaluation, and surgical planning by accurate
delineation of anatomical structures or abnormalities. Numerous studies have been ev-
idenced by the literature which encompasses a wide range of approaches among which
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CNN-based models, transformer-based models, and hybrid models remain the most promi-
nent ones. UNet [23] was adopted for volumetric segmentation in 3D-UNet[19], which has
gained popularity over the last decade, and is widely utilized as a foundation model for vol-
umetric segmentation methods. These models, built upon the UNet framework, continue
to be at the forefront of cutting-edge design among the image segmentation algorithms
incorporating both CNNs and transformers.

2.3.1.1 Convolutional Neural Networks Based Models

Convolutional Neural Networks (CNNs) have gained signi�cant popularity in 3D medical
segmentation due to their ability to process volumetric data to e�ectively capture and learn
hierarchical features. Multiple convolutional layers in CNNs help to exploit local spatial
dependencies within the 3D data. Milletari et al.[19] introduced a 3D UNet architecture
that incorporates residual blocks instead of cascaded CNNs in the UNet architecture, and
pooling layers were replaced by strided convolutions. Additionally, a loss function based
on the dice score was employed to address the issue of class imbalance among voxel groups.
By leveraging these adaptations, the 3D UNet architecture improved the accuracy and ef-
fectiveness of 3D medical segmentation. Rehman et al. [60] extended the MaxViT [61] into
the UNet architecture and used it for cell segmentation tasks similar to [62, 63, 64]. Peng et
al. [65] introduced a variant of the 3D UNet architecture which involved utilizing multiple
UNet modules for the extraction of long-range spatial details at di�erent scales. Xcep-
tion blocks were employed instead of conventional convolutions within the UNet blocks to
enhance the feature extraction. Moreover, Peng et al. utilized 3D convolutions with depth-
wise separable convolutions aiming to reduce the computational complexity. The nnUNet
framework proposed in [27] is another noteworthy contribution to the �eld of 3D medical
image segmentation. This framework is essentially built upon three simple UNet models
and has introduced many optimal strategies for pre-processing, training, inference compu-
tations, and post-processing that greatly contribute to e�ective network implementation.
Since its introduction, the nnUNet framework has been widely used in many image seg-
mentation methods. Inspired by the global feature encoding mechanism of transformers,
modi�ed CNN network named ConvNeXt was introduced in [13], which employed depth-
wise separable convolutions with large kernel sizes to expand the receptive �eld. Upon
the success of ConvNeXt, numerous studies were conducted adopting ConvNeXt blocks
[66, 67], exhibiting state-of-the-art performances in volumetric segmentation.

The resolution of 3D images is a major cause of concern which often demands substantial
computational resources while training a 3D model. Recently, patch-based segmentation
methods have been developed to address the issue. Kamnitsas et al. [68] proposed a
dual-network architecture for brain-lesion segmentation that captures information from
two distinct receptive �elds and simultaneously learns features at di�erent scales. In this
model, dense fully connected layers are utilized to classify voxels into di�erent groups
from patchi�ed input images. With this approach, the accuracy and e�ciency of brain
lesion segmentation in 3D medical images have shown remarkable improvement compared
to other SOTA methods.
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2.3.1.2 Transformer Based Models

Transformers have demonstrated exceptional performance in the analysis of volumetric
medical images by e�ectively modeling sequential data and encoding long-range depen-
dencies. Transformers excel in capturing global interactions and contextual information
across the entire 3D volume, unlike traditional CNN-based approaches that mainly focus
on local spatial relationships [69, 70]. Karimi et al. [71] introduced a transformer-based
model manipulating the self-attention mechanism between consecutive linear embeddings
of image patches, enabling the model to e�ectively capture spatial relationships and de-
pendencies. Additionally, an e�ective pre-training method was also adopted for the model,
which proved valuable in scenarios where only limited annotated data is available. Ex-
periments conducted on three di�erent medical 3D datasets, including the hippocampus,
pancreas, and brain cortical plate demonstrated the model's e�ciency.

Swin Transformers introduced by Liu et. al [3] reduces the complexity linearly with
the number of tokens compared to the quadratic computational complexity in ViTs [33]
by utilizing window-based multi-scale attention. In addition, it allows a variable token
size which enables them to handle objects of variable scales commonly found in medical
images. Swin Transformers capture both local and global information e�ectively and also
incorporate hierarchical feature extraction through patch merging layers and repeated Swin
Transformer blocks at di�erent image scales. Cao et al. [21] introduced Swin-UNet, an
architecture that integrates Swin Transformer blocks into the traditional UNet framework
in an encoder-decoder design. The Swin-UNet architectural design achieved promising
segmentation accuracies for Synapse and ACDC datasets.

2.3.1.3 Hybrid Architectures

In recent studies, the dominant approach utilizes U-shaped architectures incorporating
transformers and CNNs through various strategies incorporating multi-scale feature ex-
traction techniques and self-attention layers in the network [72]. The excellence of CNNs
in capturing local spatial features and extracting hierarchical representations makes them
well-suited for encoding �ne-grained details and local patterns within the 3D volume.
Transformers, on the other hand, have the ability to model global dependencies and en-
compass long-range contextual information. As identi�cation of the complex relationships
between di�erent regions and structures within the volume is important in 3D medical
image segmentation, hybrid architectures play a signi�cant role.

The TransUNet was proposed by Chen et al.[25] which utilizes a transformer for global
feature encoding and CNN for high-resolution feature extraction. Transformer features
are added with skip connections from the encoder network for precise localization. This
network achieved better performance in organ segmentation compared to ViTs. In [20],
UNETR was designed by Hatamizadeh et.al. based on ViTs [33] that includes a trans-
former encoder and a CNN decoder which is connected using skip connections. This
network achieves good performance on MSD and BTCV segmentation datasets. In an-
other approach, Hatamizadeh et al. [22] introduced Swin UNETR, an architecture based
on Swin UNet, incorporating Swin Transformers in the encoder and utilizing a CNN de-
coder. This model stands out as one of the top-performing approaches in the BraTs2021
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MRI dataset and multi-organ Synapse CT dataset. With an e�cient window partitioning
scheme and attention mechanism, Swin UNETR showcases its capabilities in achieving
accurate segmentation results.

Many of the aforementioned studies focused on encoding global context by incorporat-
ing transformers along with CNN as supplementary modules but they did not fully optimize
the integration of convolution and self-attention operations. To overcome this limitation,
Zhou et al. introduced nnFormer [16] within the nnUNet [27] framework, presenting an
interleaved architecture combining both convolution and self-attention mechanisms. nn-
Former generates hierarchical features and expands the receptive �elds by e�ectively lever-
aging both local volume-based and global volume-based self-attention mechanisms. They
employed Swin Transformer blocks which use window multi-head attention and shifted win-
dow multi-head self-attention blocks for reduction of computational complexity compared
to traditional self-attention. The nnFormer makes use of both local volume-based and
global volume-based self-attention for creating hierarchical features and enlarging the re-
ceptive �elds. CSwin Transformer introduced in [4] for natural images replaced the square
windows in the Swin Transformer with cross-shaped windows.

2.3.2 Semi-Supervised Learning

A plethora of semi-supervised classi�cation methods in the literature are based on con-
sistency regularization techniques ensuring consistent predictions across perturbations of
the same sample [73, 74, 75, 76, 77, 78]. CR-Match [73] introduces FeatDistLoss, which
employs consistency regularization and equivariance at the classi�er and feature level for
semi-supervised learning. ReMixMatch [78] which uses distribution alignment to learn the
augmentation policy while the model is training. Other methods use prototype-based con-
sistency loss to regularize intraclass feature representations [74]. Conmatch [75] improves
the existing consistency regularization framework by introducing an additional branch to
learn the con�dence-guided consistency loss between the two branches. FlexMatch [77] in-
troduces a curriculum pseudo labeling (CPL) to bene�t from the unlabelled data to learn
the informative unlabelled data and their pseudo labels. FixMatch [76] has gained popular-
ity due to its ease of implementation, enhancing consistency regularization through pseudo-
labeling and data augmentation strategies based on con�dence thresholds. FreeMatch [79]
proposes self-adaptive class fairness regularization to adjust con�dence in a self-adaptive
manner so that the model encourages diverse predictions. SequenceMatch [80] proposes
to utilize multiple data augmentations and consistency constraints to minimize the diver-
gence between the prediction distribution of the model for weakly and strongly augmented
samples. Adaptive Blended Consistency Loss (ABCL) [81] is introduced instead of the
traditional consistency loss of perturbation-based SSL algorithms to deal with the class
imbalance problem for medical images. Inspired from Fixmatch, numerous studies were
conducted for semi-supervised segmentation. ST++ introduced a self-training framework,
that performs selective re-training via progressively re�ning pseudo-labels using a teacher-
student framework. Unimatch [48] employed a dual-stream perturbation method, which
enables supervision of two streams of strongly augmented unlabelled data with its weakly
augmented counterpart.
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Despite their notable successes across various SSL tasks, these methods share a common
assumption that labelled and unlabelled data has equal sample distribution for di�erent
classes. However, this assumption may not hold in practical medical imaging scenarios,
potentially resulting in performance degradation.

2.3.3 Open-Set Learning

Open-set recognition and out-of-distribution detection focus on adjusting the con�dence
of samples when dealing with open classes [82, 83, 84, 85, 86, 87, 88]. A notable method
for open-set recognition is OpenMax [83], which modi�es the traditional SoftMax function
using Weibull CDF-based probabilities to adjust activation scores, thus handling open-set
recognition by proposing a rejection mechanism for unknown classes. This approach allows
for explicit rejection of uncertain or unknown inputs, improving robustness against open
space risks in deep networks. Nonetheless, this distribution-�tting approach often confuses
novel with rare classes. OpenGAN [82] utilizes the GAN-discriminator on the outlier data
and trains a discriminator for the features computed by closed-world networks.

Although existing approaches perform well on natural images, they are prone to over-
�tting to training outliers and may su�er due to unstable training of GANs. Moreover,
the dataset scarcity many hinder the robustness of detecting unknown classes due to their
complex structures and textures for both known and unknown classes, particularly in a
semi-supervised paradigm. The popular approach in semi-supervised learning is to identify
samples belonging to unseen classes and exclude them to alleviate performance degrada-
tion in semi-supervised learning [89, 90]. However, the e�ectiveness of these methods relies
heavily on the accuracy of outlier detection, which consequently a�ects the model per-
formance. In medical image recognition scenarios, the issue becomes prominent due to
the �ne-grained nature of medical images. The pro�cient use of unlabelled data is hence
important to ensure the accuracy of outlier detection. Despite e�orts in the literature
[91, 92, 93], these methods show a higher performance degradation in a real-world setting
with an unbalanced data distribution, where subtle visual di�erences between classes must
be taken into consideration.

2.3.4 Long Tail Recognition

Real-world data often exhibits long-tailed class distributions, where a few classes have a
substantial amount of data while many classes are rarely represented [94, 95]. Consequently,
a model trained without taking into account such data distribution tends to perform poorly
on the less frequent classes compared to the more common ones. Stemming from the long-
tail nature of natural data, this setting has been the subject of extensive research. Classical
methods include under-sampling the head classes [96, 97], over-sampling the tail classes [98],
distributional robustness loss [99], and re-weighting data instances [100, 101]. To improve
performance across all classes, Long-Tailed Recognition (LTR) necessitates training on this
imbalanced data [100, 101]. Various approaches for LTR focus on enhancing accuracy for
the rare classes. Data re-balancing techniques [102, 103] such as over-sampling rare classes
and under-sampling common ones, aim to create a more even data distribution. Similarly,
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feature re-balancing is another technique to re-balance the distribution of long-tailed initial
features and the generated virtual features in the feature space [104]. Class-balanced
loss re-weighting adjusts the weights of classes or individual training examples to better
re
ect the class imbalance in the training process [100, 105, 106]. Many recent methods
incorporated two-stage architectures for tackling long-tail medical classi�cation. First, the
model is trained on the entire dataset and then the classi�er is �ne-tuned in the second stage
using rebalancing techniques, to alleviate the e�ect of class imbalance [107, 108, 109, 110].
These two-stage architectures recalibrate biased classi�ers by decoupling the training of
the encoder and classi�er. In the context of segmentation, explicit methods have been
proposed to address long-tailed segmentation in natural images [111, 112, 113]. However,
to the best of our knowledge, no such explicit methods have been proposed to tackle long-
tail segmentation in medical image analysis.

2.3.5 Computationally E�cient Deep Learning Approaches

Despite the ability to encode local and global contextual details, both CNN-based and ViT-
based approaches come with their own set of limitations. CNNs may result in homogeneous
information redundancy during multi-scale feature fusion and struggle to capture large
receptive �elds. In contrast, ViTs are computationally expensive when capturing global
context information and often fail to leverage inductive bias. Furthermore, ViTs are data-
hungry, which may limit their e�ectiveness when applied to small datasets, such as those
in microscopy.

Mamba-based Networks: Mamba [35] with its selective scan mechanism has proven to
be e�ective in modeling long-range dependencies in a computationally e�cient manner.
Several studies [26, 114, 115, 116] investigate the properties of Mamba in the segmentation
task. U-Mamba [26] and SegMamba [114] incorporate the Mamba model to architectures
based on nnU-Net [27] and Swin-UNETR [22], respectively. Swin-UMamba [115] uses a
pre-trained vision model incorporating Mamba block with a simple decoder, for medi-
cal image segmentation. However, these methods struggle to maintain consistent feature
representations across varying scales and are computationally intensive. In medical image
segmentation, it is crucial to address target size variations and blurred boundaries between
targets while ensuring computational e�ciency.

2.4 Limitations

Medical image segmentation presents several challenges that make the task complex and
computationally expensive. The challenges in 2D and 3D image segmentation are listed
below:

Limited specialization for 3D volumetric segmentation: Segmentation of 3D im-
ages is signi�cantly more challenging than 2D images due to the bulk nature of 3D medical
images. Additionally, slices in 3D data are inter-dependant which adds to the complexity
in identifying and delineating the structures. Although a number of deep learning methods
were implemented for natural images, the complexity of the task demands the use of more
sophisticated and hybrid architectures for accurate volumetric segmentation.
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Under-segmentation resulting from class imbalance: In the absence of adequate
training data, the algorithm identi�es minority class regions as part of the majority class
target structure. This issue can arise in both single-label and multi-label segmentation
problems. In multi-label problems, one class may be prominent over the other target
classes (for example, the liver occupies a considerable portion of the abdomen CT.) In
single label problems, the target structures like tumors or organs occupy a small proportion
of the total image or volume, while the majority of the data represents the background.
Addressing this issue often involves balancing the dataset or using techniques like weighted
loss functions to ensure the model focuses on the tail class targets.

Requirement of higher computational resources: Segmenting medical images
demands signi�cantly more computational resources, especially in 3D images due to the
bulk nature of images. In segmentation problems, the complexity of the algorithm requires
high-performance hardware for implementation. The larger memory requirements and
processing power make segmentation computationally expensive, limiting the amount of
research in the �eld.

Lack of Adaptability for Real-World Applications: Existing methods mostly
work under the assumption that all the categories in the dataset have annotation infor-
mation. However, in a practical setting, the dataset may contain unknown categories.
Additionally, the dataset may contain images without annotations for any category. So,
in order to optimize the deep learning method for a real-world setting, methods should be
able to recognize seen and unseen categories with lesser labelled data.

In summary, while segmentation of both 2D and 3D medical images o�ers great poten-
tial for diagnostic and treatment planning, several challenges must be addressed. These
challenges include the limitations of existing algorithms, data scarcity, and the need for
substantial computational resources. It highlights the need for more sophisticated meth-
ods to improve the accuracy and e�ciency of segmentation in both 2D and 3D medical
imaging.



Chapter 3

Volumetric Segmentation at
Boundary Regions Using Local
Self-Attention and Global Volume
Mixing

3.1 Introduction

In clinical diagnosis, volumetric segmentation is a fundamental task that has shown promis-
ing potential in a wide range of applications including organ localization [27, 117] and
tumor identi�cation [118, 119]. UNet utilizes a CNN-based encoder and decoder architec-
ture, where the encoder generates hierarchical low-dimensional features and the decoder
maps learned features into a voxel-wise segmentation. However, UNet [23] and its variants
including V-Net [120] and ESPNet [121], often struggle to capture the long-range feature
dependencies due to the limited receptive �eld of the convolution operation. This is partic-
ularly problematic in the case of multi-organ segmentation having large variations in the
shapes and scales of organs.

As detailed in Chapter 2, transformers-based [21] approaches were widely explored
in the literature to capture global feature dependencies, with its performance further im-
proved by hybrid approaches [122, 16] that leverage the bene�ts of self-attention along with
CNN components. Despite the capability of self-attention to learn the global pair-wise de-
pendencies from volumetric 3D medical data, it still struggles to capture the underlying
complex boundaries of the tissues. Moreover, standard self-attention operates on pairwise
patches which have quadratic complexity with respect to the number of tokens. In this
work, the objective is to provide a hybrid architecture that helps to learn local as well
as global representation to capture better shape-boundary information of the complex or-
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gans (shape of the organs). Motivated by the success of Multi-Layer Perceptron-mixers
(MLP-mixers) [34] for image classi�cation in natural images, a novel volumetric medical
image segmentation approach is proposed, that strives to reduce the segmentation errors
by introducing MLP-mixer and window-based self-attention blocks to explicitly capture
global and local dependencies of volumetric feature representations, respectively.

Generally, the performance of volumetric segmentation approaches is evaluated using
dice similarity coe�cient (DSC), Hausdor� distance (HD95), and normalized surface dis-
tance (NSD) metrics. DSC measures the overlap index between the ground-truth and
predicted segmentation masks and NSD measures the overlap between the segmented
boundaries. On the other hand, Hausdor� distance (HD95) is measured as a distance
between the boundaries of predicted and ground-truth segmentations [123],[124], hence,
higher values for the DSC score and NSD score, and a lower HD95 score indicates better
model performance. Among these metrics, HD95 is the most informative and useful cri-
terion as it indicates the largest segmentation error, especially where organs have varying
sizes and shapes. Moreover, in applications where segmentation is an initial step in a com-
plex multi-step process, the largest segmentation error evaluated in the HD95 score is a
good indicator of the usefulness of segmentation for the given application [123]. Despite
this, state-of-the-art volumetric segmentation approaches are sub-optimal in their HD95
evaluation metric.

Transfer learning has shown great progress in various areas including computer vision
[125], natural language processing [126], medical image segmentation [127], and remote
sensing [128]. Transfer learning provides a powerful technique to bene�t from the existing
knowledge and to improve the e�ciency and e�ectiveness of the target application and
domain. Therefore, di�erent convolutional-based, transformer-based, mixer-based, and
hybrid-based architectural design choices are explored, to leverage from transfer learning
where the training data is limited. The experimental study reveals that the proposed
hybrid architectural design exhibits better transfer learning compared to other architectural
designs.

3.1.1 Contributions

(i) In this work, a hybrid hierarchical encoder-decoder framework is proposed, termed
vMixer, that strives to capture both local and global information for accurate boundary
prediction during volumetric medical image segmentation. Based on the comprehensive
studies, a novel MLP mixer-based framework is proposed for medical image segmentation
that utilizes volume-based self-attention (Swin attention) to capture local dependencies
at the high-resolution stage and introduces a novel Global Volume Mixer (GVM) block
to encode the global dependencies at lower-resolution stages. This explicit utilization of
global and local representation leads to better learning of organ boundary regions.

(ii) A comprehensive comparison is performed between di�erent architectural design
choices available in the literature by adapting them for 3D medical image segmentation.
To the best of the knowledge, it is the �rst attempt to conduct such a comprehensive study,
and this study will hopefully support future research in this direction.
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(iii) Comprehensive experiments on three di�erent datasets ( multi-organ Synapse,
MSD-Pancreas Tumour, and MSD-Liver Tumour) across HD95, Dice, and NSD evaluation
metrics show the merits of the proposed approach. In addition, the experiments on Ze-
braFish 3D cell membrane dataset (with limited training data) show that the proposed
vMixer exhibits superior transfer learning abilities for challenging 3D cell instance seg-
mentation task where accurate boundary prediction is crucial for delineating di�erent cell
instances.

3.2 The Proposed Method

Motivation: As discussed earlier, state-of-the-art transformer-based and hybrid approaches
generally employ self-attention operations to obtain high-quality segmentation results.
However, these approaches often struggle to predict accurate organ boundaries. Here,
it becomes relevant to learn the boundary regions of the organs occurring in the local and
larger spatial context. To this end, it is desired to analyze di�erent architectural choices in
the 2D computer vision literature by adapting them for 3D medical image segmentation.
This Chapter explicitly learn local dependencies at high-resolution features while capturing
global dependencies at lower-resolution features. This approach bene�ts from learning bet-
ter associations among the volumetric feature representation, leading to a better prediction
of organ boundary regions.

3.2.1 Overall Architecture

Figure 4.1-(a) shows the overall hierarchical encoder-decoder framework. The proposed
framework has four encoder and three decoder stages. As discussed earlier, accurate or-
gan boundary segmentation is a complex task that requires local contextual information
for the precise delineation of boundary pixels from the background, while it simultane-
ously requires global contextual information to prevent erroneous predictions. Therefore,
to learn shape-boundary information about the varying shapes of organs, the method aim
to explicitly capture local and global dependencies. To be speci�c, local feature dependen-
cies are captured at the �rst encoder and last decoder stages having the highest feature
resolution, and global feature dependencies are captured at the remaining encoder and
decoder stages having relatively lower feature resolutions. The �rst stage of the encoder
consists of the stem layer followed by the local volumetric self-attention (LVSA) block
which comprises local volume-based multi-head self-attention and shifted local volume-
based multi-head self-attention layers. While the latter three encoder stages are composed
of a downsampling layer followed by a global volumetric mixer (GVM) block (which has
two global volumetric MLP-mixer layers). GVM block at low-resolution features exhibits
a holistic approach which helps in better extraction of global detail that can possibly learn
complex organ shapes in the volumetric context by performing token mixing. Similar to
the encoder, the decoder also follows a multi-stage hierarchical architecture. Each decoder
stage utilizes upsampling layer to increase the feature resolution followed by a GVM block.
Finally, in the last stage of the decoder, a structure is followed similar to the �rst encoder
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Figure 3.1: (a) Overview of the proposed vMixer framework with hierarchical encoder-
decoder architecture. The focus of the design is to explicitly capture the local and global
feature dependencies for accurate segmentation. The proposed framework takes 3D images
as input and employs local volume self-attention (LVSA) block to explicitly learn the local
dependencies at high resolution (E1, D3). The E1 features are downsampled and passed to
the proposed global mixer block to explicitly learn the global dependencies. In the decoder,
the features are �rst upsampled and then fused with the encoder features through a skip
connection. Global volume mixer blocks is employed at the �rst two decoder stages (D1
and D2) and a LVSA block at the last stage of the decoder (D3). The �nal decoder features
are fed to an expanding layer for producing the �nal segmentation mask.(b) Presents the
LVSA block which comprises of local volume-based multi-head self-attention (LV-MSA)
layer followed by a shifted local volume-based multi-head self-attention (SLV-MSA) layer.
(c) Shows the structure of the volumetric MLP-mixer layer used in the GVM block. Each
GVM block comprises two MLP-mixer layers. The volumetric MLP-mixer layer performs
token mixing and channel mixing operations on the input volumetric tokens.
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stage i.e., a LVSA block is employed followed by a feature-expanding layer that predicts
the �nal masks.

3.2.2 Local Volume Self Attention

The encoder takes 3D input images as input to the stem layers. These stem features and
last-stage decoder features have high-resolution features. Hence, applying self-attention
on uniformly sampled dense patches from these high-resolution feature maps leads to a
quadratic complexity with respect to the number of tokens. To learn the explicit local
dependencies, a local volume-based self-attention block is adopted instead of 2D local win-
dows as in Swin Transformer [3], which has reduced computational complexity compared
to standard self-attention. Similar to the Swin Transformer block, local feature encoding is
endorsed with the help of a local volume-based multi-head self-attention layer followed by
a locally shifted volume-based multi-head self-attention layer as shown in Figure 4.1-(b).

3.2.3 Global Volume Mixing

As mentioned earlier, to learn the complex shapes of the organs in the volumetric context,
a global volume mixer block is proposed to explicitly capture the global dependencies from
low-resolution stages. Standard self-attention [2] operates over dense patches that have
quadratic complexity with respect to the total number of tokens. MLP-Mixer [34] can
possibly learn complex relationships across the entire input, which makes them e�ective at
capturing global information by performing token mixing followed by a pointwise feature
re�nement. In contrast to other context aggregators [129, 33], MLP-mixer is more dense,
static, and does not require parameter sharing [130]. The core operation of MLP-mixer
is the dense transposed a�nity matrix on a single feature group. Therefore, a global
volume mixer (GVM) block is introduced that has two volumetric MLP-mixer layers to
capture the global dependencies for the underlying feature representation to better learn
the complex boundaries of the tissues. The volumetric MLP-mixer layer is composed of
layer norm, transposed token-mixing, and a MLP with fully-connected layers with a GELU
nonlinearity, as shown in Figure 4.1-(c).

SupposeF 2 R H � W � D � N , which is reshaped toF 2 R M � N and taken as input to
volumetric global MLP-mixer layer, whereM = ( H � W � D) represents the size of the 3D
input (volume) and N denotes the number of channels. The volumetric global MLP-mixer
operations can be summarized as:

F̂ = ( Wmlp � 1(Norm(F )T ))T + F ;
�F = Wmlp � 2(Norm(F̂ ) + F̂ ;

(3.1)

whereWmlp � 1 and Wmlp � 2 denote the learnable multi-perceptron layer weights and̂F and
�F represent the intermediate and �nal volumetric global mixing features, respectively.
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Method DSC HD95 NSD
UNet [23] 76.85 - -
ViT [2]+CUP [25] 67.86 36.11 -
R50-ViT [2] + CUP [25] 71.29 32.87 -
TransUNet [25] 77.48 31.69 -
SwinUNet [21] 79.13 21.55 -
MissFormer [122] 81.96 18.20 -
UNETR [20] 79.56 22.97 85.34
Swin UNETR [22] 80.24 17.65 85.75
nnFormer [16] 86.57 10.63 92.04
vMixer (Ours) 86.53 6.78 92.96

Table 3.1: Comparison with other state-of-the-art methods over multi-organ Synapse
dataset. The best results are in bold.

Methods Average Aorta Gall Bladder Kidney (L) Kidney (R) Liver Pancreas Spleen Stomach
UNETR [20] 79.5 89.9 60.55 85.66 84.80 94.45 59.24 87.8 73.99

nnFormer [16] 86.57 92.04 70.17 86.57 86.25 96.84 83.35 90.51 86.83
Ours 86.53 90.63 70.33 88.74 87.38 96.74 80.34 89.71 87.10

Table 3.2: Organ-wise segmentation comparison (DSC) between UNETR, nnFormer, and
vMixer over the multi-organ Synapse dataset. The best results are in bold.

Methods Average Aorta Gall Bladder Kidney (L) Kidney (R) Liver Pancreas Spleen Stomach
UNETR [20] 22.97 5.48 28.69 17.76 22.44 30.40 15.82 47.12 16.05

nnFormer [16] 10.63 11.38 11.55 18.09 12.76 2.00 3.72 16.92 8.58
Ours 6.78 6.13 9.04 5.60 7.25 2.43 4.53 12.82 8.45

Table 3.3: Organ-wise segmentation comparison (HD95) between UNETR, nnFormer, and
vMixer over the multi-organ Synapse dataset. The best results are in bold (lower is better).

3.2.4 Additional Layers

Stem Layer: The stem layer is responsible to generate high dimensional tensorF s 2
R

H
4 � W

4 � D
2 for the input image X 2 R H � W � D , where (H; W; D ) is the shape of 3D input

(volume). Four successive convolutional layers are applied with kernel size 3 for tokeniza-
tion. This reduces the computational complexity compared to the usage of large convo-
lutional kernels as in ViT [2] and also helps in encoding pixel-level spatial details. Each
convolution is followed by GELU activation and layer normalization operations.

Down Sampling: The downsampling operation is performed after each stage except the
last stage utilizing convolution with a kernel size of 3 with a stride of 2. This helps in
modeling objects at di�erent scales as hierarchical details are obtained by convolution
downsampling.

Up-Sampling and Patch Expanding: In contrast to downsampling in the encoder,
up-sampling is performed at each stage of the decoder with the help of convolutional
upsampling. A 3D transposed convolution layer is used with a kernel size of 2 and a stride
2 that helps in upsampling the low-resolution feature maps to a higher resolution. In the
decoder, these up-sampled feature maps are then added from the encoder to encode the
�ne-grained details along with the semantic details. At the last stage of the decoder, patch
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Figure 3.2: Qualitative comparison on the multi-organ Synapse dataset. The method
provides improved segmentation by accurately detecting the boundaries of the organ.

Figure 3.3: Qualitative comparison of ablation experiments on multi-organ Synapse
dataset. In a closer inspection, it can be seen that the method (LVSA (stage 1) and GVM
(stage 2, stage 3, stage 4)) performs better than (i) GVM (Stages 1-4) and (ii) LVSA
(Stages 1-4). Row 1 corresponds to the cross-section of the left kidney and row 2 shows a
cross-section containing portions of the liver (light pink), spleen (magenta), and stomach
(red). It can be clearly observed that the method has better shape preservation capabilities
compared to other settings.

expanding is performed to obtain the �nal prediction masks using the deconvolutional
operation.

3.3 Experiments

3.3.1 Dataset and Evaluation Metrics

Four 3D medical segmentation datasets are chosen for evaluation, which posess diverse
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task objectives and versatile granularities. Multi-organ Synapse dataset [6] aids for the
segmentation of multiple organs while MSD Liver [38] and MSD Pancreas [38] datasets
provide data for segmenting respective organs and tumors growths over it. On the other
hand, ZebraFish Cell Membrane Dataset [1] is a cell instance segmentation dataset that
has images with numerous cell targets present in it.
Multi-organ Synapse dataset: is a multi-organ dataset [6] having 30 abdominal CT
scans has eight organs including the liver, right kidney, left kidney, pancreas, gall blad-
der, stomach, spleen, and aorta, and a train-test split of 18-12 scans with a resolution of
512Ö512Ö160. The abdomen CT scans were acquired from a chemotherapy trial for col-
orectal cancer and ventral hernia study under the supervision of the Institutional Review
Board (IRB).

MSD Liver Tumour Dataset: The Liver Tumour dataset was introduced as a part of
the Medical Segmentation Decathlon Challenge [38]. It contains 131 3D contrast-enhanced
CT scan images from patients with primary cancers and metastatic liver disease, as a con-
sequence of colorectal, breast, and lung primary cancers with a resolution of 512Ö512Ö482.
Regions of interest include the liver and tumor regions inside the liver region. This dataset
is chosen due to its challenging aspect where a major label imbalance is present between
the ROIs, i.e. between a larger liver region and a smaller tumor region. The data was col-
lected from IRCAD Hopitaux Universitaires, Strasbourg which contained random samples
from the 2017 Liver Tumor Segmentation (LiTS) challenge [38].

MSD Pancreas Tumour Dataset: This dataset consists of 282 3D CT scan (with a
resolution of 512Ö512Ö96) volumes of patients undergoing resection of pancreatic masses
which is also a subtask of [38]. The corresponding target ROIs are the pancreas organ and
pancreatic mass (cyst or tumor). This dataset is also selected due to the label unbalance
between small (tumor), medium (pancreas), and large (background) structures. The data
was acquired at the Memorial Sloan Kettering Cancer Center, in New York, US [38].

ZebraFish Cell Membrane Dataset: For transfer learning, the 3D zebra�sh cell dataset
provided by the Department of Systems Biology at Harvard Medical School (HMS) is
chosen, that contains data for cell instance segmentation [1]. It comprises 36 images with
a resolution of 181Ö331Ö160 which has 32 images for training and 4 images for the test.
Dice (DSC) similarity, and Jaccard index (JI) is used as the evaluation metrics for the
zebra�sh cell dataset. The performance is evaluated using overall accuracy and cell count
accuracy. Overall accuracy indicates the mean value of JI and DSC for all the cells, whereas
cell count accuracy is represented as the fractions of cells whose JI or DSC is greater than
50% or 70%.

3.3.2 Training Setup

The network is implemented using PyTorch 1.8.0 and trained using an NVIDIA GeForce
RTX 3090 GPU. The pre-processing and augmentation strategies are adopted from nn-
Former [16], and the batch size and initial learning rate are set to 2 and 0.01. A poly decay
strategy is used to adjust the learning rate (lr) as:

lr = initial lr � (1 �
epochnumber

�nal epochnumber
)0:9: (3.2)
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Method Liver Tumor Average
DSC HD95 NSD DSC HD95 NSD DSC HD95 NSD

3D UNet [19] 94.37 - - 53.94 - - 74.15 - -
UNETR [20] 86.69 20.79 83.06 50.94 44.68 50.14 68.85 32.73 66.64

Swin UNETR [22] 87.31 19.42 85.07 52.29 42.96 51.47 69.8 31.19 68.27
nnFormer [16] 94.87 12.77 93.00 55.78 30.77 60.42 76.75 21.77 76.72

Ours 94.89 10.26 93.41 58.11 28.74 63.48 78.45 19.48 78.44

Table 3.4: Comparison over in MSD Liver Tumour dataset. The best results are in bold.

Method Pancreas Tumor Average
DSC HD95 NSD DSC HD95 NSD DSC HD95 NSD

3D-UNet [19] 69.20 - 35.64 - - 52.42 - -
UNETR [20] 71.91 13.97 86.47 35.93 26.41 52.92 53.92 20.19 69.68

Swin UNETR [22] 72.42 12.65 87.38 36.98 23.84 53.02 54.70 18.24 70.23
nnFormer [16] 78.80 6.04 94.91 44.36 12.83 62.33 61.53 9.42 78.62

Ours 79.81 4.52 95.92 48.45 7.16 66.32 64.13 5.85 81.12

Table 3.5: Comparison over MSD Pancreas Tumour dataset. The best results are in bold.

Method MSD Liver MSD Pancreas
Mean DSC Median DSC Std Deviation DSC Mean HD95 Median HD95 Std Deviation HD95

Liver Tumor Liver Tumor Liver Tumor Pancreas Tumor Pancreas Tumor Pancreas Tumor
nnFormer [16] 94.13 55.16 94.25 54.90 0.89 1.06 77.91 43.14 76.92 44.11 0.93 1.21

vMixer (Ours) 94.75 58.08 94.79 58.01 0.76 0.96 78.51 48.27 78.86 47.96 0.81 1.08

Table 3.6: Mean, median, and standard deviation of performance scores over MSD Liver
and MSD Pancreas datasets. The best results are in bold.

During the training, outputs from intermediate and �nal prediction maps are used to
compute the combined soft dice and cross-entropy losses as in [16]. The momentum and
weight decay are set as 0.99 and 3e-5 with SGD optimizer and trained for 1000 epochs
with 250 iterations per epoch. The �nal loss is calculated as,

L all = � 1L f H; W; D g + � 2L f H
4 ; W

4 ; D
2 g + � 3L f H

8 ; W
8 ; D

4 g: (3.3)

Here, � f 1; 2; 3g refers to weights for losses, and their values� f 1; 2; 3g are reduced by half
with respect to reduction in resolution i.e. � 3 = � 1

4 and � 2 = � 1
2 . All weights are �nally

normalized to one.

Figure 3.4: Qualitative results on the MSD pancreas tumour (left) and MSD Liver tumour
datasets. The vMixer provides accurate segmentation of boundary regions.

3.3.3 State-of-the-art Comparison

Multi-organ Synapse dataset: In Table 3.1, the vMixer is compared over multi-organ
Synapse dataset with the existing state-of-the-art methods. MISSFormer [122], UNETR
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Figure 3.5: Adaptation of di�erent network architecture blocks for 3D medical image
segmentation. The depth-wise convolution (DWC) and depth- wise scaling (DCS) based
(a) ConvNeXt [13], (b) FocalNet [14] (see Figure 3.6-b), and (d) DynaMixer [15] (see
Figure 3.6-a) operate on input 3D volume of sizeB � C � H � W � D. The (c) Swin
Transformer [3], (e) Swin Mixer [3], and (f) GVM blocks reshape the 3D volume toB �
HWD � C dimensional features. Here, B: batch, C: channel, H: height, W: width, and D:
depth dimensions, respectively.
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Avg JI Avg DSC JI> 70% DSC> 70% JI> 50% DSC> 50%
FocalNet [14] 51.98 62.65 39.01 51.7 55.97 71.80
ConvNeXt [13] 52.50 64.01 39.30 53.50 56.09 73.60
nnFormer[16] 52.17 63.80 38.53 53.08 55.73 73.77
Ours 54.25 65.69 42.60 58.11 60.91 76.54

Table 3.7: Experimental results after end-to-end �ne-tuning synapse weights on ZebraFish
3D cell membrane dataset [1]. The results are reported in terms of overall accuracy (JI
and DSC), and cell count accuracy (JI/DSC greater than 50% or 70%) metrics. The
vMixer performs signi�cantly better against existing methods and achieves state-of-the-art
performance. The best results are in bold.

Figure 3.6: (a) DynaMixer [15] Architecture. The architecture includes height, width,
depth, and channel mixing. In height mixing, the tokens are mixed via DynaMixer opera-
tions (DynaMixerOp) along the height dimension using shared weights. Similar operations
are performed for width and depth dimensions, respectively. The channel mixing performs
linear transformation of the features. DynaMixer operation (DynaMixerOp) includes mix-
ing elements along the dimension with a series of linear layers followed by a Softmax
activation. (b) Focal Modulation [14] Architecture. Aggregation consists of hierarchical
gated context aggregation (best viewed in Zoom).

[20], swin UNETR [22] and nnFormer [16] have more than 79% DSC scores and HD95 scores
are 18.20, 22.97, 17.65 and 10.63, respectively. Although the proposed approach obtains
a comparable 86.53% DSC score, it achieves a better 6.78 HD95 score. This indicates
that the method is more capable of capturing the shape-boundary characteristics of the
organs compared to other SOTA methods. Furthermore, in Table 3.2 and 3.3, a detailed
performance analysis is conducted between the method and nnFormer [16] and UNETR
[20]. The proposed method shows signi�cant improvement in terms of HD95 scores. For
example, it can be observed that for the smaller organs with complex boundaries such as
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Convolutional Networks Transformers Mixers
3D Conv ConvNeXt [13] FocalNet [14] Self Attention [2] LVSA [16] Swin Mixer [3] DynaMixer [15] GVM

10.78 32.80 20.66 16.00 10.63 10.10 11.80 9.90

Table 3.8: Analysis of various architectures adapted for 3D medical image segmentation in
a uniform network where the same architectural block is used in all encoder and decoder
stages over multi-organ Synapse dataset. Here, the representative convolutional, trans-
former, and MLP mixer, architectures are adopted and they are introduced to a uniform
nnFormer-based architecture. The inferior HD95 scores of these uniform architectures com-
pared to the HD95 score obtained by the hybrid vMixer (GVM in all stages: 9.90 vs Ours:
6.78) demonstrate the bene�ts of the proposed hybrid architecture in encoding local and
global details for accurate organ segmentation. The structure of these blocks is shown in
Fig 3.5. The best results are in bold.

Stage 1 LVSA LVSA LVSA LVSA ConvNeXt FocalNet DynaMixer Self-attention Swin Mixer LVSA
Stage 2 LVSA LVSA Swin Mixer LVSA GVM GVM GVM GVM GVM GVM
Stage 3 LVSA GVM Swin Mixer Swin Mixer GVM GVM GVM GVM GVM GVM
Stage 4 GVM GVM Swin Mixer Swin Mixer GVM GVM GVM GVM GVM GVM
HD95 9.01 8.60 10.89 11.57 7.72 11.40 11.60 13.79 11.10 6.78

Table 3.9: Ablation Experiments on various hybrid architecture design choices over multi-
organ Synapse dataset. The results show that LVSA for capturing local information at
stage 1 and using GVM to capture global information at the remaining stages provides the
best result. The best result is in bold.

the left kidney, right kidney, and gall bladder, the method achieves 5.60, 7.25, and 9.04
HD95 scores. In addition, qualitative comparison with other SOTA methods in 3.2. It
can be clearly seen that vMixer provides superior segmentation results compared to other
methods and preserves the boundaries for the organs. For example, in Figure 3.2 (row 1),
vMixer method better preserves the shape of the gall bladder organ.

MSD Liver Tumour and MSD Pancreas Tumour Datasets: The method is also
compared with nnFormer over MSD Liver Tumour and MSD Pancreas Tumour datasets
and showed consistent improvement as shown in Tables 3.4 and 3.5, respectively. The
qualitative results in Figure 3.4 show that vMixer preserves better boundary information.

In addition, the statistical analysis is performed to validate the signi�cance of the
method. The mean, median, and standard deviation of 3-fold experimental results over
MSD Liver and MSD Pancreas datasets are reported in Table 3.6. The statistical signi�-
cance analysis shows that vMixer clearly outperforms nnFormer [16] in all the quantities
analyzed.

3.3.4 Transfer Learning: 3D Cell Instance segmentation

ZebraFish 3D cell membrane dataset: Extensive experiments on ZebraFish 3D cell
membrane dataset (also named as HMS dataset) validate the transfer learning abilities
of vMixer on the challenging 3D cell instance segmentation task where accurate bound-
ary prediction is required to delineate di�erent cell instances. In this study, the transfer
learning abilities of di�erent architectural choices are leveraged by taking their pre-trained
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Figure 3.7: Qualitative results of vMixer �ne-tuned on the Zebra�sh 3D cell membrane
dataset using pre-trained weights from multi-organ Synapse dataset. Rows 1,2 and 3
correspond to views from di�erent planes. The proposed vMixer predicts foreground (FG),
background (BG), and cell boundary regions (columns 2-4, respectively) which are post-
processed using a watershed algorithm to accurately segment cell instances (column 5).

Method Fine-tuning stem and expanding layers End-to-end �ne-tuning
Avg JI Avg DSC Avg JI Avg DSC

FocalNet [14] 21.96 26.18 51.98 62.65
ConvNeXt [13] 24.12 29.42 52.5 64.01
nnFormer [16] 23.89 29.26 52.17 63.82

vMixer (Ours) 25.17 30.13 54.25 65.69

Table 3.10: Analysis of Transfer Learning experiments on Zebra�sh 3D cell membrane
Dataset. The best results are in bold.

models from the multi-organ Synapse dataset followed by �ne-tuning the models for the
3D cell instance segmentation task on HMS (ZebraFish 3D cell membrane) dataset having
limited training data. For a fair comparison, the same �ne-tuning parameters are set for
all architectures, across all �ne-tuning experiments. The batch size is set as 5, maximum
epochs to 500, and the learning rate as 1e-4 using the Adam optimizer. The input size is
chosen as 64� 64� 64 and utilize weighted Dice loss for loss backpropagation. To show the
generalizability of the method, di�erent transfer learning approaches are presented across
various architectural choices over the HMS dataset, as shown in Tab. 3.10. Please note
that the models trained on the multi-organ Synapse dataset can not be directly utilized
on the HMS (ZebraFish 3D cell membrane) dataset due to the following reasons: (i) the
input resolution di�erences (the input resolution for the multi-organ Synapse dataset is
128� 128� 64, whereas the input size for the HMS dataset is 64� 64 � 64). The stem
needs to be learned for the target HMS dataset so that the stem can generate appropriate
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Stage 1 Stage 2 Stage 3 Stage 4 HD95
Uniform

Architecture
LVSA LVSA LVSA LVSA 10.60

GVM GVM GVM GVM 8.60
Hybrid

Architecture
LVSA LVSA GVM GVM 9.90

LVSA GVM GVM GVM 6.78

Table 3.11: Study of vMixer stages suitable for capturing global (GVM) and local (LVSA)
dependencies over multi-organ Synapse dataset. The best results are in bold.

features for the model. (ii) Furthermore, the multi-organ Synapse dataset has 14 classes
and the HMS dataset has 3 classes. Therefore, there is a need to have di�erent expanding
layers to handle classes for the HMS dataset. Hence, the whole multi-organ Synapse model
is taken and these two minimum modi�cations are made to the architecture to adapt to
the HMS dataset.

To adapt the multi-organ Synapse weights for the HMS dataset, and show the generaliz-
ability of the proposed method, two di�erent strategies show the transfer learning abilities
of the models over the HMS dataset, as shown in Tab. 3.10. To compare the generaliz-
ability of vMixer model, �rst, only the stem and patch expanding layers are �ne-tuned by
freezing all remaining layers. This minimal learning validates that the frozen model weights
have a better generalization ability compared to baseline methods (see Tab. 3.10 column
1), even without �ne-tuning most layers of the multi-organ Synapse pre-trained weights.
Next, an end-to-end �ne-tuning is performed for the entire network and it achieves better
JI and DSC scores (see Tab. 3.10 column 2). This empirical study reveals that vMixer
model has a consistent performance gain, demonstrating a superior transfer learning abil-
ity compared to di�erent architectural choices. Figure 3.7 shows the qualitative results
for an example from ZebraFish 3D cell membrane dataset. It is notable that the pro-
posed method segments the foreground, background, and boundary of the cells as well as
preserves the boundaries for cells. In addition to that, the method provides the 3D cell
instance segmentation results.

3.3.5 Discussion on Di�erent Architectural Designs

In the context of accurate segmentation, especially for precise boundary prediction, it is im-
portant to thoroughly capture both local and global information. To address this challenge,
various context aggregation techniques utilized in 2D image classi�cation literature are in-
vestigated by adapting them to the domain of 3D medical image segmentation. The CNNs
and transformers have already proven to be e�cient for volumetric 3D medical imaging as
in nnFormer [16] and UNETR [20], the capabilities of MLP-mixer [34] were not explored
for the 3D medical image segmentation tasks. Moreover, there was little exploration re-
garding the hybrid combinations of multiple context aggregator blocks such as convolution,
attention, and MLP-mixer for 3D volumetric medical image segmentation. In this work,
the inherent characteristics of MLP-mixer based architectures are explored when combined
with other context aggregator blocks traditionally used in 2D literature, by adapting them
to 3D in a hybrid design. Speci�cally, di�erent context aggregators including CNN-based
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(3DConv, ConvNeXt [13], and FocalNet [14]), transformer-based (self-attention [2], Swin
Transformer [3] as LSVA), and mixers-based (Swin Mixer [3], DynaMixer [15], MLP-mixer
[34] as global volume mixer (GVM)) are incorporated to learn both local and global context
information to learn better features for medical image segmentation. Figure 3.5 illustrates
the adaptation of di�erent network design blocks.

The exploration begins with a detailed examination of CNN-based architectures. It
is observed that traditional 3DConv networks make use of 3D convolutions, which are
indeed well-suited for local feature extraction but often prove inadequate in their ability
to capture long-range dependencies. Also the potential of ConvNeXt is evaluated, whose
architecture modernizes conventional convolutional networks by introducing larger kernel
sizes and adopting fewer activation functions and normalization layers. FocalNets from 2D
image recognition literature is also analyzed, which employs a focal modulation technique.
FocalNets comprise a hierarchical contextualization and a gated aggregation, followed by
a modulation strategy. This distinctive approach gathers context information, spanning
from short to long-range, and the process of aggregation is in
uentially guided by the
content of the query.

This work also investigate di�erent transformer-based architectures, commencing with
the standard self-attention mechanism. While self-attention is capable of encoding long-
range dependencies, it may encounter challenges when handling local information. More-
over, it is notably associated with quadratic complexity concerning token length. However,
the Swin Transformer enhances locality by adopting a shifted window attention strategy, ef-
fectively re�ning the receptive �eld while concurrently reducing computational complexity.
Additionally, the 3D self-attention and 3D Swin attention is evaluated in the experiments.

Finally, MLP mixers-based architectures are evaluated as context aggregators. MLP-
Mixer leverages multi-layer perceptrons to globally mix features, demonstrating its inherent
capability to capture complex relationships within the input data. The proposed Global
Volume Mixer (GVM) module is fundamentally derived from the MLP-Mixer architecture,
incorporating token-mixing and channel-mixing operations to e�ectively extract global
characteristics from 3D volumetric data. In addition, DynaMixer, which is distinguished
by its dynamic generation of mixing matrices, predicated on token content analysis, is also
adapted to improve computational e�ciency and overall robustness. To the best of the
knowledge, this is the �rst time MLP-mixer based context aggregators are adapted for the
problem of 3D medical image segmentation.

To discern the most suitable architectural design, the performance of each context
aggregator is thoroughly examined when its is uniformly applied to all encoder-decoder
stages. Signi�cantly, GVM emerges as the top performer, yielding a reduced HD95 score
of 9.9, as shown in Tab. 3.8. Further, to optimally capture both local and global infor-
mation, hybrid combinations of these context aggregators are explored. The experimental
results endorse the implementation of LVSA at stage 1, complemented by GVM blocks in
subsequent stages, as shown in Tab. 3.9. The comprehensive experiments demonstrate
the advantages of the proposed hybrid architecture. This con�guration, featuring LVSA
at the highest resolution and GVM blocks at successive lower-resolution levels, �rmly es-
tablishes itself as the preferred choice for accurate boundary prediction, as evidenced by
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the noteworthy improvements in HD95 scores.

3.3.6 Ablation Study

An ablation study is performed over the multi-organ Synapse dataset to validate the e�ec-
tiveness of the proposed vMixer. The proposed vMixer has four encoder stages and three
decoder stages. In all the ablation experiments, the same architectural design choices are
used for the encoder and decoder stages having the same resolution. For example, the
�rst encoder (E1) and the last decoder (D3) use the same architecture and it is referred as
stage 1. Similarly, the remaining stages (stages 2-4) are also de�ned based on the respective
encoder and decoder stages.

As discussed earlier, di�erent architectures designed for 2D detection tasks are taken
and adapted for 3D medical image segmentation. including convolutional network designs
(3D Convs, ConvNeXt [13], FocalNet [14]), transformers (self-attention [2], Swin Trans-
former [3] as local volume-based self-attention (LVSA)), and mixers (Swin Mixer as local
volume-based MLP-mixer, DynaMixer [15], and MLP-mixer [34] as global volume mixer
(GVM)). In Table 3.8, an analysis of di�erent architectures adapted for 3D medical image
segmentation is presented, where the encoder-decoder has the same architectural block.
It is observed that the GVM performs better with a reduced HD95 score of 9.90. An
ablation study with various hybrid architecture design choices is also performed. In Table
3.9, di�erent design choices is set at di�erent stages and observe that the vMixer presents
a better HD95 score compared to all other hybrid design choices. Finally, the GVM is
�xed in all stages except the �rst stage of the encoder and the last stage of the decoder,
as shown in Table 3.9. It is observed that employing ConvNext or LVSA in the �rst stage
of the encoder and the last stage of the decoder results in superior HD95 scores of 7.72
and 6.78, respectively. Based on the aforementioned ablation studies, LVSA is �xed at
the �rst stage and GVM at the last three stages of the proposed vMixer.

Next, di�erent combinations of LVSA and GVM blocks are employed at di�erent stages
as shown in Table 3.11. It can be observed that employing GVM at low-resolution stages
helps to better capture global information and optimum performance can be obtained
by employing LVSA (similar to nnFormer) at the �rst stage and GVM at all remaining
stages (row 3). The LVSA at stage 1 and GVM blocks at the last 3 stages provide a
favorable HD95 score which indicates its better capability to preserve the shapes of di�erent
organs. The qualitative results are presented in Figure 3.3 and it shows that the proposed
architecture preserves better boundary information. When LVSA is uniformly employed in
all stages, the method fails to capture global dependencies and hence loses characteristic
details associated with the overall organ shape (as shown in row 2 of Figure 3.3-(ii)).
On the other hand, the study demonstrates that the novel hybrid architecture employing
LVSA in the highest resolution and GVM blocks in successive levels helps in a re�ned
feature extraction from the 3D medical volume aiding improved boundary detection and
facilitating better segmentation. Additionally, the qualitative analysis of the outcomes at
successive stages of the architecture is presented in Figure 3.8. The GVM blocks in the
�rst two stages of the decoder, with its ability to encode global contextual information,
e�ectively ensures the initial localization of di�erent organs (Figure 3.8(a) and (b)). As
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(a) (b) (c) (d)

Liver Gall Bladder Left Kidney Right Kidney Spleen Aorta Pancreas Stomach

Figure 3.8: Qualitative analysis showing the outputs from di�erent stages of the proposed
architecture. (a), (b) and (c) are the segmentation masks generated from the feature maps
of �rst (D1), second (D2) and �nal decoder stages (D3); (d) refers to the ground truth
mask.

Model GFlops Inference time (ms) HD95
swin UNETR [22] 572 228.6 17.65

nnFormer [16] 212 148.0 10.6
vMixer 249 154.3 6.78

Table 3.12: Computational cost comparison over multi-organ Synapse dataset.

the decoding progresses to high-resolution stage, LVSA is employed to re�ne segmentation
masks with more local details, leveraging its shifted-window mechanism to e�ectively model
�ne spatial relationships (Figure 3.8(c)). This progressive design choice with GVM and
LVSA Blocks result in accurate and consistent segmentation masks.

Training Epochs vs Model Convergence: Experiments were performed with 1000
maximum epochs to be consistent with the baseline (nnFormer [16]). The experiments is
further extended by increasing the number of epochs to 1200 as shown in Figure 3.9. It
can be seen that the method has a clear dominance in performance scores and achieves
faster convergence compared to the nnFormer, especially in terms of HD95 score (as shown
in Figure 3.9-right). It can be observed that there is enormous performance improvement
for both nnFormer and vMixer until 900 training epochs, and later, optimal performance
is achieved between the 900th and 1000th epoch. Thereafter, the model performance did
not undergo a noticeable change, and hence the total number of epochs isset to 1000. it
can also be observed from Figure 3.9 that training for fewer epochs may not be conclusive
about the exact performance trend as 3D datasets are complex and demand larger network
architectures.

Computational Cost Analysis: The comparison of 
oating-point operations per
second (FLOPs) and the inference time of othe vMixer with di�erent methods, over multi-
organ Synapse dataset is presented in Table 3.12. It can be seen that vMixer obtains a
prominent dominance over other SOTA methods in terms of HD95 scores with compara-
ble FLOPs and inference time. Therefore, there is a tradeo� between the accuracy and
inference time.
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Figure 3.9: Comparison between nnFormer [16] and vMixer with respect to the number
of epochs over multi-organ Synapse dataset.

3.4 Conclusion

A hierarchical encoder-decoder network is proposed to explicitly learn the local and global
dependencies. The local volume-based self-attention is utilized to learn the local depen-
dencies at high-resolution features and a volumetric global mixing mechanism is proposed
to capture the global feature representations at low-resolution features. These explicit
local-global feature representations bene�t capturing the boundaries of the organs. Exper-
imental study reveals that th proposed approach provides favorable segmentation results at
boundary regions compared to existing SOTA methods. Moreover, the experiments show
that vMixer provides promising 3D cell instance segmentation results on the Zebra�sh cell
3D instance segmentation dataset.



Chapter 4

Medical Image Segmentation Using
Directional Window Attention

4.1 Introduction

As discussed earlier, the challenging medical image segmentation task is generally ad-
dressed using an encoder-decoder architecture (U-Net [23]), where the encoder creates a
low-dimensional representation of the input 2D or 3D image, and the decoder maps it to
an accurate segmentation mask. In chapter 3,the thesis motivated the need for hybrid
architectures to handle complex overlapping target structures with blurred boundaries. In
this chapter, the study is conducted on how di�erent deep learning models like CNNs and
transformers can be tailored for e�ective volumetric segmentation in a hybrid architectural
setting.

CNN-based methods in the literature used convolutions and deconvolutions in the en-
coder and decoder [23] [19] [27], respectively, but they struggled to achieve accurate seg-
mentation results due to their limited receptive �eld. Various e�orts have been made using
dilated convolution [131], feature pyramid [132], contextual attentions [133, 134] to handle
the long-range dependencies. Nevertheless, these approaches still limit their learning capa-
bilities due to the locality of the receptive �elds. This leads to sub-optimal segmentation,
especially where structures of the tissues are variable in shape and scale.

In recent years, transformers have achieved state-of-the-art performance on 2D and
3D medical image segmentation tasks by employing a self-attention (SA) mechanism for
capturing long-range dependencies. Transformers are remarkably good at capturing global
interactions within images, leading to a larger receptive �eld and more precise predictions
that closely mirror human perception patterns. Consequently, there has been a surge in
the development of transformer-based methods and hybrid models combining CNNs and

36
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transformers, which have substantially enhanced segmentation accuracies in both 2D and
3D medical image segmentation problems [25, 16].

Swin Transformer [3] has recently emerged as a promising solution in several recent 2D
[21] and 3D segmentation [16] tasks. It has marked its excellence in processing inputs at
di�erent scales by e�ective extraction of global and local dependencies. It utilizes non-
overlapping window-based multi-head attention, which has a linear complexity advantage
over the quadratic complexity found in ViTs [2]. However, the Swin Transformer still has
limitations in explicitly encoding global interactions due to its limited attention area which
is restricted inside the window. Increasing the window size or applying attention to the
full resolution would lead to higher computational costs and a parameter-heavy model.
To this end, this thesi propose DwinFormer which strives to e�ectively capture local and
global information while limiting model complexity.

Contribution: This work propose a hierarchical encoder-decoder architecture, dubbed as
DwinFormer for medical image segmentation tasks. The proposed DwinFormer comprises
of directional window (Dwin) attention and global self-attention (GSA) blocks.

The objective of the novel Dwin attention block is to encode the local and global rep-
resentations across horizontal, vertical, and depthwise (in the case of 3D) directions. To
do so, a nested Dwin attention (NDA) and convolutional Dwin attention (CDA) is intro-
duced within the Dwin block to progressively enlarge the receptive �eld across horizontal,
vertical, and depthwise directions as well as to encode the local contextual information,
respectively.

Experimental results over 3D datasets including multi-organ Synapse [6], Cell HMS [1],
BraTS [12] and 2D SegPC21 [43] cell segmentation datasets show the superiority of the
proposed method over state-of-the-art methods for diverse segmentation tasks. On the 3D
multi-organ Synapse dataset, DwinFormer outperforms the state-of-the-art nnFormer [16],
achieving an absolute 0.8% gain in dice score and a 2.0% gain in HD95 score. Similarly,
on Cell HMS and BraTS datasets, DwinFormer shows a superior performance with 0.7%
and 0.4% gain in average dice scores compared to the SOTA methods respectively. In the
case of the 2D SegPC21 cell segmentation dataset, DwinFormer achieves an absolute gain
of 3.93% in dice score and 3.57 gain in IoU compared to Swin-UNet [21]. In addition, an
extensive ablation study is performed to validate the merits of the contributions.

4.2 Methods

Motivation: As previously mentioned, the current state-of-the-art transformer-based and
hybrid approaches utilize self-attention operations, which require high computational costs,
to achieve high-quality segmentation results. An example of this limitation can be observed
in the nnFormer model [16], which incorporates the Swin Transformer blocks. The Swin
Transformer has a restricted attention area, making it challenging to explicitly encode
global interactions. Increasing the window size or employing attention on the full reso-
lution would result in increased computational costs and a model with a large number
of parameters. In addition, accurately predicting target boundaries remains a challenge.
Therefore, it is important to learn boundary regions within both local and larger spatial
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Figure 4.1: (a) Overall architecture of the proposed DwinFormer having a hierarchical
encoder-decoder framework. In the encoder, the 3D images are input to the stem layer to
generate corresponding features. These stem features are input to the directional window
(Dwin) block to explicitly learn the local and global dependencies at high resolution in
the initial two stages of the encoder, whereas global self-attention (GSA) is applied in
the later two stages to capture the global information. In the decoder, the features are
�rst upsampled and then added with the encoder features using a skip connection. The
resulting features from the last decoder are fed to an expanding block to produce the �nal
segmentation mask. The focus of the design is the introduction of(b) Dwin block into
DwinFormer, enabling the e�ective capturing of local and global information in multiple
directions within the input feature map. This is achieved by employing attention sep-
arately in horizontal, vertical, and depthwise volumes. The Dwin block consists of two
components:(c) nested Dwin attention (NDA) that gradually expands the receptive �eld
in the horizontal, vertical, and depthwise directions, and(d) convolutional Dwin attention
(CDA) that strives to capture local contextual information using depth-wise convolution
during the attention computation.
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contexts. The proposed approach focuses on explicitly capturing local and global depen-
dencies using high-resolution features, while also incorporating global dependencies from
lower-resolution features. By doing so, the associations among volumetric feature repre-
sentations are enhanced, leading to improved predictions of boundary regions.

4.2.1 Overall Architecture
The overall architecture of the proposed method, dubbed as DwinFormer, is shown in
�gure 4.1-(a). The proposed model follows an encoder-decoder framework with varying
resolutions at each stage for accurately capturing local and global dependencies. The 3D
image is input to the stem layer to generate stem features which are downsampled and input
to di�erent stages of the encoder. Similarly, the low-resolution features are upsampled and
input to the decoder stages, and �nally the expanding block to output the �nal mask. The
proposed framework includes four encoder stages and three decoder stages. Its primary
objective is to learn the diverse shapes of target regions by explicitly capturing both local
and global dependencies. Speci�cally, the framework captures local and global feature
dependencies using the directional window (Dwin) block at the �rst two of the encoder
stages and the last two decoder stages, all of which have high feature resolutions. The
remaining encoder and decoder stages, which have relatively lower feature resolutions, are
responsible for capturing global feature dependencies using a global self-attention (GSA)
block.

4.2.2 Directional Window (Dwin) Block:

As mentioned previously, incorporating a self-attention mechanism is crucial in accurately
segmenting regions with diverse shapes and sizes, as it enables the network to capture
long-range dependencies. However, solely relying on self-attention may limit the ability to
learn local contextual information, as global features become dominant and can result in
increased computational costs. Therefore, this thesis present a novel Dwin attention block
that performs separate attention across all dimensional volumes to better learn the local
and global representations with enhanced underlying attention areas.

The proposed Dwin block comprises a nested Dwin attention (NDA) and a convolution
Dwin attention (CDA) layers as shown in �gure 4.1-(b). In both Dwin attention layers,
the number of input channels is divided to perform attention along horizontal, vertical,
and depthwise volumes. SupposeF 2 R H � W � D � C be the input, whereN = ( H; W; D )
represents the size of the 3D input (volume) andC denotes the number of channels. In each
layer of the Dwin block, the horizontal volume attention is performed on windowed volumes
(H � sw� sd), vertical volume attention is performed on windowed volume (sh� W � sd),
and depthwise volume attention is performed on the volume of size (sh � sw � D). Here s
refers to the number of windowed volumes along a particular direction whereash, w, and
d refer to the window dimensions which can be adjusted accordingly. The Dwin attention
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Figure 4.2: The qkv computation for attention in (a) Nested Dwin Attention (NDA)
(b) Convolutional Dwin Attention (CDA). The NDA employs a linear layer to obtain qkv
while CDA additionally captures local information using a depth-wise convolution.

block operations can be summarized as:

F̂ = NDA (Norm(F ) + F ; �F = MLP (Norm(F̂ ) + F̂ ;
^̂F = CDA(Norm( �F ) + �F ; ��F = MLP (Norm( ^̂F ) + ^̂F ;

(4.1)

where F̂ and �F represent the intermediate and �nal features of the NDA layer, whereas
^̂F and ��F denote the intermediate and �nal features of the CDA layer.

Nested Dwin Attention (NDA) Layer : The objective of nested Dwin attention layer
is to increase the receptive �eld while reducing exponential computational complexity of
standard self-attention for volumetric input. In addition, the proposed NDA layer captures
the global dependencies for better segmentation. The fundamental attention operation of
the NDA layer is shown in �gure 4.1-(c), which focuses to increase the attention area and
improve the representations by addressing the dependencies across these divided channel
sets. In this attention mechanism, the attention maps are consecutively multiplied from
right to left and �nally concatenated as shown in �gure 4.1-(c).
Convolution Dwin Attention (CDA) Layer : A CDA layer is also proposed with the
aim to encode the local contextual information as shown in �gure 4.1-(d). To do so, a 5� 5
depthwise convolution is used during the computation of qkv features, as shown in �gure
4.2, with an objective to encode the local contextual information to handle the issue of
smaller patch sizes with an increased spatial context.

4.2.3 Global Self-Attention Block

The global self-attention block consists of two sequential standard self-attention (SA) lay-
ers, as shown in �gure 4.3, which is responsible for capturing global dependencies at lower-
resolution features. The 3D input (volume) tensorF 2 R H � W � D � C is �rst reshaped to a
vector f 2 R N � C and input to GSA block for global representation, whereN = ( H; W; D )
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Figure 4.3: The illustration of global self-attention (GSA) block which is used to capture
global dependencies from 3D input tensor. The GSA block consists of two self-attention
layers.

denote height, width, and depth of 3D input andC denotes the number of channels. Later,
the output of the GSA block is reshaped back to original 3D tensor.

4.2.4 Additional Layers

Stem Layer: The stem layer is responsible to generate high dimensional tensorF s 2
R

H
4 � W

4 � D
2 for the input image X 2 R H � W � D , where (H; W; D ) is the shape of 3D input

(volume). Four successive convolutional layers are applied with kernel size 3 for tokeniza-
tion. This reduces the computational complexity compared to the usage of large convo-
lutional kernels as in ViT [2] and also helps in encoding pixel-level spatial details. Each
convolution is followed by GeLU activation and layer normalization operations.

Down Sampling: Downsampling operation is performed after each stage except the last
stage, utilizing convolution with a kernel size of 3 with a stride of 2. This helps in modeling
objects at di�erent scales as hierarchical details are obtained by convolution downsampling.

Up-Sampling and Expanding Block: In contrast to downsampling in the encoder,
up-sampling is performed at each stage of the decoder with the help of convolutional
upsampling. A 3D transposed convolution layer is used with a kernel size of 2 and a stride
2 that helps in upsampling the low-resolution feature maps to a higher resolution. In the
decoder, these up-sampled feature maps are then added with the skip connection from the
encoder to encode the �ne-grained details along with the semantic details. At the last
stage of the decoder, patch expanding block is performed to obtain the �nal prediction
masks using the deconvolutional operation.
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ARE VOI split Avg JI Avg DSC JI > 70% DSC> 70% JI> 50% DSC> 50%
UNet [19] 0.44 1.42 45.7 58.10 26.2 41.2 45.8 65.7
nnFormer [16] 0.41 1.17 52.5 64.01 39.3 53.5 56.09 73.6
Swin-UNet[21] 0.41 1.17 53.4 65.09 40.0 55.9 59.8 76.0
Ours 0.38 1.09 54.2 65.8 40.6 56.11 58.4 78.18

Table 4.1: State-of-the-art comparison on HMS dataset [1] dataset. The results are re-
ported in terms of ARE, V OIsplit , overall accuracy (JI and DSC), and cell count accuracy
(JI/DSC greater than 50% or 70%) metrics. The DwinFormer performs signi�cantly better
against existing methods and achieves state-of-the-art performance. The best results are
in bold. Please note that all the results are reproduced using a single machine.

4.3 Experiments

4.3.1 Datasets

Multi-organ Synapse dataset: is a multi-organ dataset which is a part of Multi-Atlas
Abdomen Labelling Challenge MICCAI 2015 [6]. It includes 30 abdominal CT scans with a
train and valid sets of 18 and 12 scans, respectively. The dataset contains the segmentation
task for eight organs including the liver, right kidney, left kidney, pancreas, gall bladder,
stomach, spleen, and aorta.

Cell HMS dataset: The HMS dataset was constructed from animal cells namely ze-
bra�sh cells which contain 3 target categories. It is an open-source dataset provided by
the Department of Systems Biology at Harvard Medical School [1]. It contains 36 images
with a resolution of 181Ö331Ö160. Out of which, 88% is used for training and 12% for
testing.
BraTS dataset: BraTS dataset contains a subset of data utilized in Brain Tumor Seg-
mentation challenges held on 2016 and 2017, in addition to MRI data collected from 19
di�erent institutions [12]. Target region consists of sub-regions of tumor, i.e. enhancing
tumor (ET), non-enhancing tumor (NET) and edema (ED). Each MRI image has four
di�erent channels namely T1w, T2w, FLAIR and T1gd. The dataset consist of 484 images
in total out of which 80% of which is used for training, 20 % for validation, and 5 % for
testing purpose.
SegPC21 dataset: is a multiple myeloma cell segmentation dataset known as SegPC21
dataset [43]. The dataset consists of a training set comprising 290 samples, and validation
and test sets contain 200 and 277 samples respectively.

4.3.2 Training Setup

The model is implemented using PyTorch 1.8.0 and trained on an NVIDIA GeForce RTX
3090 GPU with 24 GB memory. For the multi-organ Synapse dataset and BraTs dataset,
the pre-processing and augmentation strategies based on the nnFormer [16] is adopted.
The batch size and the initial learning rate is set to 2 and 0.01. A poly decay strategy is
used to adjust the learning rate. The momentum and weight decay is set as 0.99 and 3e-5
with SGD as the default optimizer. The training is done for 1000 epochs with 250 iterations
per epoch. A combination of soft dice loss and cross-entropy loss is employed for training
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Method DSC HD95
U-Net [23] 76.85 -
ViT [2]+CUP [25] 67.86 36.11
R50-ViT [2] + CUP [25] 71.29 32.87
TransUNet [25] 77.48 31.69
Swin-UNet [21] 79.13 21.55
TransClaw UNet [135] 78.09 26.38
LeVit-UNet-384s [136] 78.53 16.84
MissFormer [122] 81.96 18.20
UNETR [20] 79.56 22.97
Axial Deeplab [137] 85.37 9.16
nnFormer [16] 86.57 10.63
DwinFormer (Ours) 87.38 8.68

Table 4.2: Comparison with other state-of-the-art methods over multi-organ Synapse
dataset. The mean values of the results for 3 runs is reported. The best results are in
bold.

Method SegPC21
Dice (%) IoU (%)

U-Net [23] 88.08 88.20
MultiResUNet [138] 86.49 86.76
TransUNet [25] 82.33 83.38
Swin-UNet [21] 87.17 87.42
ResidualUNet [139] 84.79 85.41
MissFormer [122] 80.82 82.09
DwinFormer (Ours) 91.10 90.99

Table 4.3: Comparison of DwinFormer over SegPC21 with SOTA methods using Dice and
IoU metrics. The best results are in bold.

the network. A deep supervision strategy is implemented during training which utilizes
the intermediate stage outputs in addition to the �nal prediction map for loss calculation.
The �nal loss is the weighted sum of losses at di�erent resolutions.

For the Cell HMS dataset, a learning rate of 0.0001 and crop size 128� 128� 128 is
used. Dice loss with weights [1] is employed for training along with Adam optimizer, and
batch size is set as 5. For the SegPC21 dataset, the batch size is set as 16, a learning rate
�xed as 0.0001, and model is trained for 100 epochs employing the Adam optimizer. The
method is evaluated on SegPC21 dataset using strategy in [18].

4.4 Results

Multi-organ Synapse Dataset: Table 4.2 shows the mean DSC and HD95 scores for the
multi-organ Synapse dataset compared with the existing state-of-the-art methods including
U-Net [23], TransUNet [25], Swin-UNet [21], TransClaw U-Net [140], LeVit-UNet-384s
[136], MissFormer [122], UNETR [20], Axial Deeplab [137] and nnFormer [16]. The CNN-
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Method Average Aorta Gall Bladder Kidney (L) Kidney (R) Liver Pancreas Spleen Stomach
UNETR [20] 79.5 89.9 60.55 85.66 84.80 94.45 59.24 87.8 73.99

nnFormer [16] 86.57 92.04 70.17 86.57 86.25 96.84 83.35 90.51 86.83
Ours 87.38 92.63 73.17 87.64 87.41 96.45 83.11 92.17 86.49

Table 4.4: Organ-wise Dice Score (DSC) comparison between UNETR, nnFormer, and
DwinFormer on the Synapse Multi-organ dataset. The best results are in bold.

Method Average Aorta Gall Bladder Kidney (L) Kidney (R) Liver Pancreas Spleen Stomach
UNETR [20] 22.97 5.48 28.69 17.76 22.44 30.40 15.82 47.12 16.05

nnFormer [16] 10.63 11.38 11.55 18.09 12.76 2.00 3.72 16.92 8.58
Ours 8.68 4.56 6.92 13.93 9.10 2.94 4.23 19.50 8.24

Table 4.5: Organ-wise HD95 comparison between UNETR, nnFormer, and DwinFormer
on the Synapse Multi-organ dataset. The best results are in bold.

Figure 4.4: Qualitative Results on multi-organ Synapse dataset [6]. The proposed method
provides improved segmentation by accurately detecting the organs with clear boundaries,
compared to existing methods.

based U-Net [23] shows a 76.85% DSC score. The transformer-based approach such as
Swin-UNet [21] obtained 79.13% DSC scores. Among hybrid approaches, MissFormer
[122], UNETR [20], Axial Deeplab [137] and nnFormer [16] have more than 79% DSC
scores and HD95 scores are 18.20, 22.97, 9.16 and 10.63, respectively. DwinFormer obtains
a signi�cantly higher dice score of 87.38% and a better HD95 score of 8.68. This indicates
that the method is more capable of segmenting organs with complex appearance and better
captures the boundaries of the organs compared to other SOTA methods.

Furthermore, a detailed performance analysis among DwinFormer, UNETR [20], and
nnFormer [16] is conducted in Tables 4.4 and 4.5. The proposed method shows signi�cant
improvement in terms of dice and HD95 scores in most of the organs. The segmentation
accuracies of organs like the left kidney, right kidney, and gall bladder have also shown
considerable improvement which shows the e�ciency of DwinFormer for segmenting com-
plex boundaries. For example, it can be observed that for gall bladder, where all the SOTA
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Figure 4.5: Qualitative results of DwinFormer on the cell HMS dataset [1] . Rows 1,2 and 3
correspond to views from di�erent planes. The proposed DwinFormer predicts foreground
(FG), background (BG), and cell boundary regions (columns 2-4, respectively) which are
post-processed using a watershed algorithm to accurately segment cell instances (column 5)

WT (DSC) ET (DSC) TC (DSC) Avg DSC Avg HD95
TransUNet [25] 70.60 54.20 68.40 64.40 12.98
TransBTS [36] 77.90 57.40 73.50 69.60 9.65

CoTr [141] 74.60 55.70 74.80 68.30 9.70
UNETR [20] 78.90 58.50 76.10 71.10 8.82

nnFormer [16] 91.30 81.80 86.00 86.40 4.05
DwinFormer 92.00 81.90 86.50 86.80 3.98

Table 4.6: The performance comparison of SOTA methods and DwinFormer on BraTS
benchmark. The best results are in bold.

methods obtain a segmentation accuracy lesser than 70%, DwinFormer has a performance
gain of about 3% in dice and about 5% in Hd95.

Qualitative Analysis: The qualitative comparison is shown in �gure 4.4. It can be
clearly seen that the proposed approach performs better segmentation tasks compared to
other methods in avoiding false segmentations and preserving the organ boundaries.

Cell HMS Dataset: Table 4.1 presents the performance comparison of DwinFormer with
other SOTA methods over the HMS dataset. DwinFormer shows improved performance
compared to CNN-based UNet [19] and transformer-based methods (nnFormer [16] and
Swin-UNet [21]), and achieves 54.2% and 65.8% average JI and DSC scores, respectively.
Qualitative Analysis: The qualitative comparison of DwinFormer with groundtruth is
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Sr. No. Stage 1 Stage 2 Stage 3 Stage 4 DSC HD95
1 GSA GSA GSA GSA 81.9 16.02
2 Swin Transformer Swin Transformer Swin Transformer Swin Transformer 86.57 10.63
3 CSwin Transformer CSwin Transformer CSWin Transformer CSWin Transformer 86.8 9.63
4 Dwin block Dwin block Dwin block Dwin block 86.98 9.11
5 Dwin block Dwin Block GSA block GSA Block 87.38 8.68

Table 4.7: Comparison of various variants of context aggregator blocks including standard
self-attention [2] as GSA, Swin Transformer [3], CSwin Transformer [4] and the proposed
Dwin block at di�erent stages over multi-organ Synapse dataset.

QKV Computation Dice
q,k,v generated by linear layer 86.81
q,k,v generated by DW conv 87.01

q generated by DW conv and k,v generated by DW conv followed by linear layer 87.21
q generated by DW conv and k,v generated by DW conv followed by linear layer + skip connection 87.38

Table 4.8: Ablation experiments on the qkv computation strategy in convolution Dwin
attention (CDA) block. DW conv refers to depth-wise convolution.

demonstrated in �gure 4.5. It can be seen that the segmented output has a close resem-
blance to the actual segments.

BraTS dataset: Table 4.6 demonstrates the improved performance of DwinFormer over
other methods on the BrainTumor Challenge (BraTS) dataset. Compared to TransUNet
[25], TransBTS [36] , CoTr [140], UNETR [20] and nnFormer [16], DwinFormer shows an
improved DSC of 86.80 % and hd95 score of 3.98.

SegPC21 Dataset: Table 5.1 presents the comparison of DwinFormer with existing CNN-
based, transformers and hybrid methods. Among these methods, Swin-UNet [21] utilizes
Swin Transformer blocks in the encoder and decoder. Compared to Swin-UNet, Dwin-
Former attains an absolute gain of 3.93% and 3.57% in terms of disc and IoU, respectively.
Moreover, the approach demonstrates signi�cant improvement and obtains state-of-the-art
performance with a dice score of 91.10% and an IoU score of 90.99%.

4.4.1 Ablation Study

Detailed ablation study is performed over the multi-organ Synapse dataset to validate
the merits of the proposed method. First, the e�ectiveness of qkv computation strategy
in the convolution Dwin attention (CDA) block is studied in Table 4.8. Introducing a
depth-wise convolution (Dw conv) branch before generating q, k, v allows the model to
capture �ne-grained spatial relationships. Further, a linear layer is employed to generate
the k, v values to ensure global feature mixing. The skip connection provides a richer
feature representation without discarding important global information. In fact, the de-
sign ensures generation of q, k, and v with both local spatial context and global feature
transformations. Figure 4.6 analyzes the output masks generated from di�erent stages of
the decoder. The GSA block at the �rst decoder stage roughly localize multiple organs
by learning long-range dependencies across di�erent anatomical regions (Figure 4.6(a)).
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(a) (b) (c) (d) (e)

Aorta Gall Bladder Left Kidney Right Kidney Spleen Liver Pancreas Stomach

Figure 4.6: Qualitative analysis showing the outputs from di�erent stages of the proposed
architecture. (a) shows the segmentation mask generated from the feature map of the
GSA block, (b) and (c) are the segmentation masks generated from NDA and CDA block
outputs of the second decoder stage, (d) is the the mask generated from the feature maps
of �nal decoder stage; (e) refers to the ground truth mask.

The output from NDA and CDA blocks in the second decoder stage is shown in (b) and
(c). The NDA progressively attends the features in depthwise, horizontal and vertical di-
rections, enhancing the segmentation accuracy (Figure 4.6(b)). With more e�ective local
feature aggregation, the CDA further re�nes the boundaries and outputs richer feature
representations (Figure 4.6(c)). Combination of NDA and CDA layers are employed in
the �nal stage of the architecture which progressively sharpen the organ boundaries and
ensure better separation between adjacent organs (Figure 4.6(d)).

Further, the order of horizontal, vertical, and depthwise attentions inside the nested
Dwin attention (NDA) layer is experimented in Table 4.9. Though all combinations exhibit
similar performance patterns, employing depthwise, horizontal, and vertical attentions
respectively as the �rst, second, and third attentions showed more optimal performance.
So this arrangement is �xed as the default setting for the NDA layer. This is likely due to
the fact that at deeper stages of the DwinFormer having a hierarchical structure, it receives
input features from the previous stage that are progressively attended in all directions.
Secondly, the possible combinations of the convolutional Dwin attention (CDA) layer and
nested Dwin attention (NDA) layer are investigated inside the Dwin block. Results in
Table 4.10 show that employing only the NDA layer (two NDA) or only CDA layer (two
CDA) provides sub-optimal results, demonstrating the complementary nature of these
layers (rows 1,2). However, the order of NDA and CDA layers within the Dwin block
causes only a marginal change in performance (rows 3, 4). With respect to this �nding,
con�guration in row 3 is chosen as the standard setting for the Dwin block.

Finally, a comparative study of various context aggregation blocks, including standard
self-attention (GSA) [2], Swin Transformer [3], CSwin Transformer [4], and the proposed
Dwin block, evaluated at di�erent stages of the proposed network, is presented in Table
5.5. It can be observed that employing DwinFormer re
ects better dice and HD95 scores
compared to standard self-attention, Swin attention, and CSwin attention. Note that,
utilizing the multi-head self-attention in all stages requires a huge amount of parameters
due to high-resolution features and high computational cost. Therefore, the window-based
attention in the Swin Transformer block is used, which results in improved disc and HD95
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scores. To tackle the disadvantage of limited attention area in the Swin Transformer
block, the CSWin Transformer block is employed, which also provides better dice and
HD95 scores. To further increase the receptive �eld, Dwin block is utilized that contains
the nested Dwin attention (NDA) layer and convolution Dwin attention (CDA) layer. This
increased the dice score and reduced the HD95 score. Finally, the Dwin blocks at the �rst
two stages and the GSA blocks at the last 2 stages provide favorable dice and HD95 scores
which indicates its better capability to segment more accurately and to preserve the shapes
of the di�erent organs.

Attention 1 Attention 2 Attention 3 DSC HD95
1. Vertical Horizontal Depthwise 87.33 8.71
2. Depthwise Vertical Horizontal 87.09 8.82
3. Horizontal Depthwise Vertical 87.14 9.19
4. Horizontal Vertical Depthwise 87.21 9.01
5. Depthwise Horizontal Vertical 87.38 8.68
6. Vertical Depthwise Horizontal 87.06 9.12

Table 4.9: Ablation studies on the selection of the order of depthwise, vertical, and hori-
zontal volumetric attention mechanisms within nested Dwin attention (NDA) layer. Row
5 provides the optimal DSC and HD95 scores. The best results are in bold.

Layer 1 Layer 2 DSC HD95
1. NDA NDA 86.80 9.60
2. CDA CDA 86.60 9.91
3. NDA CDA 87.38 8.68
4. CDA NDA 87.10 8.84

Table 4.10: Order of nested Dwin attention (NDA) and convolution Dwin attention (CDA)
layers within the Dwin Block.

4.5 Conclusion

A hierarchical encoder-decoder network is proposed, dubbed as DwinFormer, to learn the
local and global dependencies using directional window (Dwin) attention and global self-
attention (GSA) for global feature encoding for better medical image segmentation. The
focus of the proposed design is to propose a nested Dwin attention (NDA) that progres-
sively increases the receptive �eld in horizontal, vertical, and depthwise directions as well
as a convolutional Dwin attention (CDA) to encode local contextual information for the
attention computation. Experimental study reveals that the proposed approach provides
favorable segmentation results over the multi-organ Synapse dataset, cell HMS dataset,
BraTS dataset, and the SegPC21 cell segmentation dataset while achieving state-of-the-
art performance compared to existing methods.



Chapter 5

InceptionMamba: E�cient
Microscopic Medical Image
Segmentation with Selective State
Space Model

5.1 Introduction

In previous chapters, di�erent hybrid architectures using deep learning models were
explored, mainly, CNNs, transformers and MLP-mixers. Employing hybrid architectures
helped in leveraging the advantages of its individual modules and collectively enhanced
the performance of segmentation methods on complex medical data. This Chapter focus
on developing a hybrid segmentation model harnessing the global feature representation
capabilities of the Mamba module along with CNNs. The key objective is to reduce the
computational cost while achieving state-of-the-art performance.

Most segmentation methods in the medical domain were composed of convolutional
neural networks (CNNs) and transformers in an encoder-decoder fashion. Although CNN-
based methods exhibit satisfactory performance in segmentation tasks, they still struggle
to capture long-range dependencies and lack the ability to accurately segment targets
of varying sizes. On the other hand, despite the potential of transformer-based meth-
ods to capture global contextual relationships, the presence of complex backgrounds and
small structures in the microscopic images constrains the performance of transformer-based
methods. Moreover, the limited data in the medical domain degrade the performance of
the transformer-based methods due to their data-hungry properties.

Recently, Mamba-based models [26, 114, 115] have gained attention with their ability
to dynamically focus on relevant information based on image characteristics. Numerous

49
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Figure 5.1: Comparison of the proposed method with state-of-the-art models based on Dice
score, parameters, and GFLOPs on the SegPC21 dataset. The proposed method performs
favorably compared to the state-of-the-art GA2-Net while requiring 4:85� fewer GFLOPs
and 1:45� fewer parameters.

studies have been conducted based on the improvement of long-range modeling capabilities
in CNNs when paired with Mamba blocks [26, 116]. However, such approaches are com-
putationally expensive and still struggle to perform better in the presence of overlapped
object structures having a wide range of shape and size variations. In this chapter, a novel
CNN and Mamba architecture is proposed, named InceptionMamba, which o�ers a simple
yet e�ective framework for medical image segmentation tasks. As shown in Figure 5.1, this
framework enhances segmentation performance while signi�cantly reducing computational
complexity. The contributions are as follows.

ˆ This work propose an e�cient module, named Inception Mamba module (IMM), to
capture multi-contextual representations by utilizing convolutions and state space
models.

ˆ A bottleneck block is introduced, that e�ectively combines the multi-scale infor-
mation from the backbone network while highlighting the �ne details to improve
segmentation performance.

ˆ Instead of using computationally expensive dense connections, a simple decoder is
utilized to reduce computational complexity without compromising on segmentation
performance.

ˆ Extensive experimentation is performed on four challenging medical segmentation
datasets, showing that the proposed method achieves state-of-the-art performance
while reducing the computational cost by about 5 times compared to the previous
state-of-the-art method.
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Figure 5.2: Illustration of the overall architecture of the proposed framework.(left) The
image is fed to the backbone and featuresX i are extracted, wherei 2 0; 1; 2; 3. Multi-stage
features from the backbone are e�ectively combined and enhanced by the bottleneck block.
Afterward, the decoder upsamples and further re�nes multi-contextual features. Finally,
the output of the decoder is combined with features of the stem, and the segmentation head
is utilized to obtain maskM . (middle) The structure of the decoder (light green box) and
segmentation head (light orange box) is illustrated.(right) The bottleneck block, which
includes the Feature Calibration Module, is shown in light purple.

5.2 Method

This section demonstrates the proposed approach in detail. First, baseline method and its
limitations are brei
y explained here. Then the overall architecture of the proposed ap-
proach is introduced, followed by an elaboration on Inception Mamba module (IMM) that
e�ciently captures the multi-contextual features and provides rich semantic information
necessary for the segmentation task. Finally, the section discuss the proposed bottleneck
block that e�ectively combines the multi-scale information from backbone stages while
preserving the boundary information.

5.2.1 Baseline Approach

A U-Net [23] based architecture is adopted as the baseline model. Speci�cally, the baseline
model consists of a ResNet [142] backbone followed by a decoder that combines the high-
level semantic information with multi-scale features from the backbone in a U-shaped fash-
ion. Despite utilizing the multi-scale information from the backbone, the baseline method
struggles to accurately segment the complex object structures having varying shapes and
sizes in microscopic medical images. Additionally, the presence of background artifacts
and clutter in the images further complicate the segmentation task of the various types of
medical objects such as tissues and cells.

To this end, the Inception Mamba module (IMM) is proposed, that e�caciously cap-
tures the multi-contextual features to segment complex-shaped medical objects of di�erent
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Figure 5.3: Inception Mamba module (IMM) takes input featuresX n , splits them channel-
wise, and utilize various convolution kernels and state space module to extract multi-
contextual featuresX c for better segmentation performance as depicted above.

sizes. Furthermore, the proposed bottleneck block e�ectively combines the multi-scale
information from the backbone network while highlighting the boundary information for
better segmentation of targets in various backgrounds. Next, the overall architecture of
the proposed model is discussed in detail.

5.2.2 Overall Architecture

The overall architecture of the proposed framework is illustrated in Figure 5.2. As depicted,
the model takes an imageI 2 RC� H � W as input and feeds it to the ResNet backbone to
extract multi-scale featuresX i where i = 0; 1; 2; 3. Here, i = 0 refers to the features of
the stem layer. To reduce the computational complexity of the model, the features of the
�rst three stages of the ResNet backbone are utilized. Then the multi-scale features are
passed to the bottleneck block for enrichment. The bottleneck block takes the features of
three stages and passes them to a feature calibration module (FCM) that is responsible for
highlighting the boundary information by utilizing the low and high-frequency information
in a parallel manner. Afterward, IMM is utilized to capture the multi-contextual features
from the re�ned feature maps. The proposed bottleneck block provides the rich multi-
contextual information necessary for better segmentation performance.

The output of the bottleneck block is input to a decoder that uses several convolution
and upsampling layers in a cascade manner. The IMM is carefully utilized in the decoder
to further enhance the multi-contextual information as shown in Figure 5.2 (light green
box). Finally, the low-level semantics of backbone network stem layer are added with the
semantically rich feature maps of the decoder and feed it to a segmentation head module
(as shown in Figure 5.2 (light orange box)) which provides the output prediction maskM .

5.2.3 Inception Mamba Module

The Inception Mamba module (IMM) is illustrated in Figure 5.3. As mentioned earlier,
medical microscopic images contain complex object structures having varying shapes and
sizes. Therefore, an explicit module is required to e�ectively detect medical objects in
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microscopic images. To this end, a simple and e�ective module named Inception Mamba
module (IMM) is introduced, which simultaneously captures di�erent contextual represen-
tations while aiming to minimize the computational complexity. The input featureX n is
split channel-wise into multiple subsets to process them through di�erent branches. The
subsetsX n0, X n1, X n2, X n3 are passed for identity and depth-wise convolution opera-
tions while X n3 is input to the mamba block. During the depth-wise convolutions, square
and rectangular convolutional kernels are utilized to obtain feature representations hav-
ing smaller and larger receptive �elds. The depth-wise convolutions are chosen to build
a computationally e�cient module. In parallel, the state-space Mamba block is employed
to capture larger contextual representations while reducing the computational cost. In
contrast to the Inception block [143, 144] that uses the max-pooling operation to add an-
other context branch, the identity operation is utilized. It is empirically observed that
the identity branch when utilized in IMM provides better segmentation performance. Fi-
nally, di�erent representations in the channel dimension are concatenated to obtain the
rich multi-contextual feature maps.

X c = Concat(X identity ; X 3x3; X 1x11; X 11x1; X ?) (5.1)

Here, Concat(�) denotes the channel-wise concatenation operation.X identity and X ? denotes
the output of identity and mamba blocks whileX 3x3; X 1x11 and X 11x1 denotes the output
of depth-wise convolutions respectively.

Mamba Block: Mamba [35] e�ectively encodes global representations while bene�ting
from low computational costs, striking a balanced trade-o� between performance and ef-
�ciency. In addition, the selective scan mechanism of Mamba has the potential to mine
the core semantics for long sequences which reduces the semantic redundancy limitation.
Motivated by the selective scan mechanism and high e�ciency of the Mamba block, it is
integrated into the inception Mamba module to capture the various contextual represen-
tations. This fusion of the Mamba module within the IMM provides a mutually bene�cial
outcome by capturing the global representations while maintaining high e�ciency.

5.2.4 Bottleneck Block

The critical component of the proposed framework is the bottleneck block as shown in
Figure 5.2 (right). The bottleneck block takes the features maps,X i where i 2 1; 2; 3,
of three stages from the backbone network and enhances them by employing the feature
calibration module (FCM). The FCM is responsible for highlighting the �ne details that
are necessary to separate the overlapped cells and tissues as well as enhancing the feature
contrast. The feature representations of each stage are separately enhanced by the FCM
blocks. For the �rst stage, i.e. i = 1, feature maps are �rst downsampled by a factor
of four before inputting them into the FCM block. Similarly, the feature representations
of the second stage are downsampled by a factor of two and then fed to the FCM block.
After feature enhancement, the feature maps of three stages are concatenated and the
1 � 1 convolution operation is utilized to intermix the di�erent responses and obtain rich
multi-scale representationsX r . Later, the IMM is utilized to further boost the contextual
representations and obtain featuresX c. Finally, the featuresX r and X c are added to obtain
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Figure 5.4: Illustration of the feature calibration module. Feature mapsFi are �rst down-
sampled using depth-wise convolution followed by an upsampling operation. Then features
Fi is multiplied with F̂i to highlight blob regions. Similarly, subtraction of Fi and F̂i is
performed to focus on �ne details. Finally, highlighted features are combined and projected
using convolution operation to get rich semantic features.

semantically rich features. Both FCM and IMM complement each other to provide better
representations for medical segmentation tasks. InceptionMamba e�ectively combines the
low-level semantics of the �rst and second stages with the high-level semantics of the third
stage of the backbone network to achieve better segmentation performance.

Feature Calibration Module: As shown in Figure 5.4, the feature calibration module
takes input featuresFi and utilizes a 3� 3 depth-wise convolution having a stride value
of 2 to reduce the spatial resolution of the features producingF 0

i . Then the interpolation
operation is used to upsample the spatial resolution of the features to obtain feature maps
F̂i . The objective of the convolutional down sampling followed by upsampling is to produce
smoothness in the feature maps. Subsequently, the featuresF̂i is subtracted from Fi to
highlight the �ne details. Simultaneously, the featuresF̂i is multiplied with Fi to focus on
the blob regions. Afterwards, the convolution operation is utilized on the subtracted and
multiplied features and they are concatenated. Finally, the 1� 1 convolution is used to
project the feature representations and add the inputFi to obtain enhanced feature maps
�Fi . The feature calibration module enhances boundary information by carefully analyzing
visually similar background regions and overlapping objects, thus addressing the complex
nature of medical image segmentation.

5.2.5 Decoder

To reduce the computational cost of the framework, a simple and e�ective decoder is intro-
duced. Empirical results verify that the dense skip connections in the baseline increase the
computational cost while negligibly improving the segmentation performance. Addition-
ally, it is observed that that the high-level semantics of the fourth stage of the backbone are
not pro�table for microscopic medical images. Therefore a decoder that does not require
skip connections is employed, while still achieving better segmentation performance. The
proposed decoder (as shown in Figure 5.2 light green box) takes the output of the bottle-
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neck block and utilizes the convolution and upsampling layers to obtain featureŝY. Then
the feature maps are enhanced by using the multi-scale contextual module IMM followed
by an upsampling operation. Finally, the convolution and upsampling operationa are used
again to get the feature maps having half the spatial resolution of the input image which
is then passed to the head for segmentation prediction.

5.3 Experimental Study

5.3.1 Datasets

Multiple Mylomia Segmentation: Multiple myeloma (MM) is known as a plasma
cancerous cell in the blood. Developing an automatic tool for microscopic stained images
is quite complex and remains challenging due to the diverse sizes and shapes of the plasma
cell and cells may be located isolated or in clusters with overlapping boundaries, which
results in varying nuclei and cytoplasm sizes. The SegPC21 [43] dataset is a collection of
775 bone marrow aspirate slide images of MM patients. The dataset is split into train,
val, and test sets comprising 290, 200, and, 277 samples, respectively. Similar to [17, 18],
the cytoplasm segmentation task is performed after cropping the nucleus samples.Gland
Segmentation: In colon histology challenge, Gland segmentation dataset (GlaS) [39]
was introduced to segment the Gland. It comprises 85 training samples and 80 test cases
that are captured from 16 H&E stained histological sections of colorectal adenocarcinoma.
Skin Lesion Segmentation: Apart from microscopic images, skin lesion segmentation
is also performed over dermoscopic images on two commonly used datasets i.e., ISIC2018
[145] and ISIC2017 [40]. The ISIC 2017 dataset comprises 2000 training images and has
150 and 600 samples used for validation and test purposes, respectively. On the other
hand, for ISIC2018, [17, 18] is followed to obtain training, validation, and test splits of
1815, 259, and 520 images, respectively.

5.3.2 Experimental details

In this study, all the experiments are performed using 32G Tesla V100 GPU based on Py-
Torch 2.1.1+cu118. ResNet50 [142], pre-trained on ImageNet [146] is used as the backbone
network to extract the features from the stem layer and the �rst three-layer features. The
input resolution is set as 224� 224. During the training, rotation and random 
ipping aug-
mentation techniques are applied. The model is trained using the combined cross-entropy
and DICE loss functions. For the SegPC21, ISIC2018, and ISIC2017 datasets, the training
protocol from [17, 18] is followed, using a batch size of 16, a learning rate of 0.0001, and
the Adam optimizer for 100 epochs. For the GlaS dataset, the training con�guration from
UCTransNet [147] is followed, using a batch size of 4, an initial learning rate of 0.001,
and the Adam optimizer for model training. To ensure the results are robust for a smaller
dataset, similar to [17, 147], three times 5-fold cross-validation is performed. During in-
ference, an ensemble technique is employed to obtain the �nal prediction masks by taking
the mean for all �ve models. The proposed method is evaluated using the Dice and IoU
metrics.
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Method Params (M) GFLOPs SegPC21
Dice (%) IoU (%)

U-Net [23] 14.8 50.3 88.08 88.2
UNet++ [148] 74.5 94.6 91.02 90.92
AttUNet [149] 34.9 101.9 91.58 91.44
MultiResUNet [138] 57.2 78.4 86.49 86.76
TransUNet [25] 105.0 56.7 82.33 83.38
MissFormer[122] 42.46 9.86 80.82 82.09
UCTransNet [147] 65.6 63.2 91.74 91.59
SA2-Net [17] 19.3 35.36 92.41 92.23
DwinFormer [150] 198.0 113.13 91.10 90.99
UDTransNet [151] 33.8 63.2 89.91 -
U-Mamba [26] 12.36 51.5 91.79 -
LKMUNet [116] 123.8 251.5 92.20 92.02
GA2-Net [152] 17.36 32.61 92.49 92.32
(Ours) 11.92 6.72 92.56 92.37
(Ours � ) 27.27 4.86 92.84 92.63

Table 5.1: Comparison of the proposed method on SegPC21 dataset with state-of-the-art
methods using Dice and IoU metrics. The best two results are in red and blue, respectively.
? means the model backbone is PVT-V2-B2 ([5]).

Method GlaS
Dice (%) IoU (%)

U-Net [23] 85.45� 1.3 74.78� 1.7
UNet++ [148] 87.56� 1.2 79.13� 1.7
AttUNet [149] 88.80� 1.1 80.69� 1.7
MultiResUNet [138] 88.73� 1.2 80.89� 1.7
TransUNet [25] 88.40� 0.7 80.40� 1.0
MedT [153] 85.93� 2.9 75.47� 3.5
Swin-UNet [21] 89.58� 0.6 82.07� 0.7
UCTransNet [147] 90.18� 0.7 82.96� 1.1
SA2-Net [17] 91.38� 0.4 84.90� 0.6
UDTransNet [151] 91.03� 0.6 -
Ours 91.88� 0.3 85.65� 0.4

Table 5.2: Comparison of the proposed method on the GlaS dataset with state-of-the-art
methods using Dice and IoU metrics. The best two results are in red and blue, respectively.

5.3.3 Quantitative Comparison

InceptionMamba is compared with existing CNN-based, transformer-based, and Mamba-
based methods on the SegPC21 dataset in Table 5.1. The Dice score, IoU, number of
parameters (in millions), and FLOPs (GFLOPs) are reported. From Table 5.1, compared
to CNN methods, it can be noticed that AttUNet [149] attains the best Dice and IoU
scores of 91.58% and 91.44%, respectively. However, among hybrid approaches, GA2Net
[152] achieves 92.49% Dice and 92.32% IoU scores. In contrast, InceptionMamba achieves
state-of-the-art Dice and IoU scores of 92.56% and 92.37%, respectively. In addition, it is
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Method ISIC2017 ISIC2018
Dice (%) IoU (%) Dice (%) IoU (%)

U-Net [23] 81.59 - 86.71 84.91
UNet++ [148] - - 88.22 86.51
AttUNet [149] 80.82 - 88.20 86.49
MultiResUNet [138] - - 86.94 85.37
TransUNet [25] 81.23 - 84.99 83.65
MissFormer[122] - - 86.57 84.84
UCTransNet [147] - - 88.98 87.29
SA2-Net [17] 89.59 88.14 88.88 87.21
UDTransNet [151] - - 89.91 -
U-Mamba [26] 89.60 - 89.37 -
LKMUNet [116] 90.25 88.89 89.33 87.52
GA2-Net [152] 89.99 88.58 89.29 87.69
Ours 91.16 89.82 90.56 88.98

Table 5.3: Comparison with state-of-the-art methods on ISIC2017 and ISIC2018 datasets
using the Dice and IoU metrics. The best two results are in red and blue, respectively.

Figure 5.5: Qualitative comparison of the proposed method on the SegPC21 dataset sam-
ples. For a fair comparison, [17, 18] is followed and the cytoplasm segmentation (red mask)
is performed for a given input nucleus mask (blue). The proposed method provides im-
proved segmentation performance by accurately detecting the cytoplasm region with clear
boundaries, compared to existing methods.

noticed that the proposed approach obtains a signi�cant amount of reduced parameters
and GFLOPs. Compared to GA2Net, InceptionMamba has around 1.45 times fewer pa-
rameters and 4.85 times fewer GFLOPs. Moreover, it is observed that while employing the
PVT-V2-B2 [5] backbone, InceptionMamba further improves the Dice and IoU scores to
92.84% and 92.63%, respectively, further reducing the computational cost to 4.86 GFLOPs.
Furthermore, InceptionMamba achieves an impressive HD95 score of 1.92± 0.32 compared
to the HD95 score of 3.87± 3.56 for the top-performing GA2Net model which indicates
better boundary segmentation capability.

In Table 5.2, InceptionMamba is compared on the GlaS dataset. Among the compared
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Figure 5.6: Qualitative comparisons of di�erent methods on the ISIC2018 skin lesion sam-
ples. Ground truth boundaries are shown in (green) and predicted boundaries are shown in
(blue). It can be observed that InceptionMamba performs better in cluttered backgrounds
and correctly detects the a�ected region in the blue, compared to existing state-of-the-art
methods.

Figure 5.7: Illustration of the impact of the proposed contributions. (a) is the input to the
model, (b) and (c) presents the output feature maps of stage 2 and stage 3 features. The
(d) and (e) are output features by FCM and IMM, respectively. The (f) is the feature map
of the decoder. Finally (g) and (h) are the model prediction and ground truth, respectively.
These feature visualizations show that the proposed model can capture intricate details
and preserve the precise contours for the unclear boundaries of the tissues.

methods, it is observed that SA2Net [17] and UDTransNet [151] attain around 91.00%
Dice score. In contrast, InceptionMamba achieves 91.88% Dice and 85.65% IoU score
which demonstrates the state-of-the-art performance of the proposed approach.

InceptionMamba is also compared on ISIC2017 and ISIC2018 datasets in Table 5.3.
Among CNN-based methods, MultiResUNet [138] ranks �rst with a Dice score of 86.94 %
and an IoU score of 85.37. However, the recently introduced UDTransNet [151], GA2Net
[152], U-Mamba [26], and LKMUNet [116] achieve a Dice score of more than 89.00% on
ISIC2018. The proposed approach demonstrates better performance with a Dice score of
90.56% and an IoU score of 88.98%. In context of boundary prediction, on the ISIC2018
dataset, InceptionMamba achieves an HD95 score of 4.15± 0.20 (where lower is better),
signi�cantly outperforming the state-of-the-art UDTransNet, which has an HD95 score of
10.85± 0.26. Similarly, InceptionMamba shows consistent improvement on ISIC2017.
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Method Dice GFLOPs
First place of IMM in decoder 92.21 6.85G
Second place of IMM in decoder 92.56 6.72G
Third place of IMM in decoder 92.22 6.60G

Table 5.4: The convolution layers in the decoder is replaced with the IMM and the results
over the SegPC21 dataset is demonstrated in terms of Dice score. It can be observed that
placing IMM in the middle of the decoder results in the optimal solution. The best results
are in bold.

Exp. No. Methods Dice Params(M) GFLOPs
1 Baseline 89.05 11.42 5.27
2 Baseline + FCM 90.4 11.53 5.29
3 Baseline +IMM 90.9 11.43 5.28
4 Baseline+ Inception Module [143] 89.4 11.43 5.27
5 Baseline+ Inception Module [144] 89.3 11.43 5.27
6 Baseline+ Inception Module [144] 89.5 11.44 5.29
7 Baseline+ Self-Attention (SA) 89.9 12.07 6.7
8 Baseline+IMM (SA replacing mamba block) 90.3 12.46 8.3
9 Baseline + FCM + IMM 91.5 11.54 5.30
10 Baseline + FCM + IMM + Decoder with IMM 92.05 11.67 6.09
11 Ours 92.56 11.92 6.72

Table 5.5: Ablation Study comparing the Dice score and computational requirements of
the proposed method over SegPC21 dataset. FCM and IMM modules in the bottleneck
and decoder positively impact the model performance, slightly increasing the computation
complexity compared to the baseline. It can also be noted that FCM and IMM modules
perform better with the baseline with lesser computational cost compared to inception
module and self-attention.

5.3.4 Qualitative Comparison

To further demonstrate the e�ectiveness of InceptionMamba, a qualitative comparison is
performed in Figures 5.5 and 5.6. The method is compared with UNet [23], TransUNet
[25], SA2Net [17] and GA2Net [152]. In Figure 5.5, the methods are compared on SegPC21
dataset samples and observe that InceptionMamba exhibits better capabilities to learn the
multi-scale features and preserve the boundary regions of the cytoplasm in the cluttered
and unclear backgrounds. In addition, it can be noticed that InceptionMamba has better
learning capabilities to capture the underlying complex skin lesion tissues in Figure 5.6.
This indicates that InceptionMamba has the potential to grasp the intricate details of the
objects, can preserve the contours, and shows robustness against the noisy items in the
image. This can be attributed to the expedient combination of the proposed feature cali-
bration module and Inception Mamba module within the bottleneck to re�ne the features
and capture the contextual information from multi-stage features.
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Exp. No. Methods Dice Params(M) GFLOPs
1 Baseline 89.05 11.42 5.27
2 Baseline + IMM (with only Inception) 89.6 11.42 5.27
3 Baseline + IMM (with only Mamba) 90.2 11.42 5.70
4 Baseline + IMM (with Mamba and Inception) 90.9 11.43 5.28
5 Baseline + IMM + FCM 91.5 11.54 5.30
6 Ours 92.56 11.92 6.72

Table 5.6: Ablation results of InceptionMamba on the design of IMM block over SegPC21
dataset. Exps 2, 3, and 4 indicate that the e�ectiveness of IMM is not solely attributed to
Inception or Mamba, but rather to their complementary interaction, leading to improved
performance. The proposed method (Exp 6), introducing baseline with FCM, IMM, de-
coder with IMM, and skip connection from stem features using a convolution layer results
in the best performance.

Method GFLOPs Inference time (ms)
GA2-Net 32.61 34.52

Ours 6.72 6.94
Ours* 4.86 4.97

Table 5.7: Comparison of computational complexity and inference time over SegPC21
dataset.

5.3.5 Ablation Study

In Table 5.5, an ablation study on SegPC21 dataset is presented to validate the e�ec-
tiveness of the proposed contributions. A modi�ed UNet [23] without skip connections
is adopted as the baseline, pre-trained on ImageNet [146]. The baseline utilizes the stem
features and the �rst three stages feature as multi-stage features, which are fused and
passed to a decoder with upsampling and convolution layers. First, the combinations of
di�erent modules with baseline is experimented, including Self-Attention and variants of
Inception Module [Exp 2-8]. It is evident that baseline combined with FCM (Exp 2)
and with IMM (Exp 3) outperform other combinations with comparable parameters and
GFLOPs. Although self-attention and inception modules are capable of encoding global
details, they fail to explicitly encode complex semantic details for identi�cation of targets
with varying shapes and blurred boundaries. Hence, the IMM and FCM modules are inte-
grated into baseline which is set as the design choice. The Mamba block in IMM with its
selective scan mechanism enhances the boundary details and captures the multi-context in-
formation, consequently improving the performance (Exp 9). Moreover, directly using the
convolutions and upsampling in a decoder might loss complementary information. Then
the decoder is modi�ed by introducing IMM module within the decoder which result in a
signi�cant performance gain (Exp 10). Finally, a skip connection is utilized from stem fea-
tures using a convolution layer which serves a complimentary function, which improves the
performance further (Exp 11). From these experiments, it is clear that the proposed contri-
butions exhibit better capabilities to learn re�ned multi-context information for accurate
segmentation tasks.
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Further, in Table 5.6, the design of IMM is analyzed carefully to evaluate the impact
of inception style depth-wise convolutions and the Mamba block individually. It can be
observed that the integration of IMM (with only Inception blocks) into the baseline im-
proves the performance while maintaining the computational cost, whereas the integration
of IMM (with only Mamba) increases both the performance and computational cost due
to the large number of channels for the Mamba block. When both the Inception and
Mamba modules of the IMM block are included, the model achieves further Dice score im-
provement (+1.85%) over the baseline, while maintaining a computational cost (GFLOPs)
nearly identical to the baseline. Note that splitting the feature channels between the Iden-
tity, Inception, and Mamba blocks within the IMM enhances performance while limiting
the computational cost compared to using Mamba blocks alone. In addition, introducing
the proposed feature calibration module (FCM) (Exp 5) further increases the performance.
Finally, the integration of all the proposed contributions (Exp 6) including FCM, IMM,
decoder with IMM, and skip connection from stem features using a convolution layer yields
the best Dice score of 92.56%.

Additionally, an ablation study is performed to �nd the optimal position of IMM in
the decoder. Placing the IMM in the middle of the decoder yields marginally higher Dice
scores compared to other positions, as shown in Table 5.4. Considering the computational
requirements of each con�guration, we select the second decoder as the optimal position
for IMM, balancing performance and e�ciency. Furthermore, experiments are performed
to verify that employing identity instead of max pooling within the IMM module results
in better performance. Table 5.7 compares the computational complexity and inference
time requirement of the proposed method with that of the next top-performing method,
GA2-Net. Ours and Ours* have signi�cantly lower inference times than GA2-Net due
to reduced FLOPs. Despite Ours* having more parameters than Ours, its lower FLOPs
result in faster inference. Finally, the feature map visualizations of the contributions are
demonstrated in Figure 5.7, which highlights that InceptionMamba can learn the complex
structures of tissues in the presence of cluttered and noisy backgrounds.

5.4 Conclusion

This Chapter propose a segmentation framework that exploits multi-stage features from
a backbone architecture and passes them to the bottleneck which is responsible for gen-
erating enriched multi-contextual feature representations using feature calibration and In-
ception Mamba modules. The proposed Inception Mamba Module (IMM) captures the
multi-contextual feature representations while remaining computationally e�cient. Fur-
thermore, The simple yet e�ective decoder incorporating the Inception Mamba module
provides better segmentation results. Experimental results on two microscopic and two
skin lesion segmentation datasets reveal the signi�cance of the proposed approach.



Chapter 6

Learning Strategies to Address
Data-Related Challenges in Medical
Image Classi�cation and
Segmentation

6.1 Introduction

Various architectural innovations for improving the medical image segmentation task were
explored in chapters 3 - 5. This Chapter studies di�erent deep learning strategies to
adapt medical image segmentation for a practical setting. Medical image analysis tasks
often require �ne-grained recognition of subtle features, thus requiring advanced techniques
and high-resolution imaging to accurately interpret and diagnose conditions [154]. In
real-world scenarios, medical image analysis tasks face numerous challenges such as, (i)
Limited availability of labeled data for several categories of interest, mainly due to the
requirement of �ne-level medical domain knowledge for annotations. (ii) Imbalanced class
distribution poses another hurdle, as disease-positive cases are relatively scarce within
the broader population, leading to a large variation in the occurrence rate of di�erent
diseases. (iii) The appearance of novel class instances during inference can also degrade
model performance, as traditional recognition algorithms fail to distinguish classes that
were never seen during training and appear for the �rst time during inference, often leading
to their misinterpretation as one of the known classes. Notably, these challenges were less
addressed in the classi�cation literature. Therefore, the problem setting is �rst tackled for
the classi�cation task and then extended to the medical image segmentation domain.

To overcome the challenge of limited annotations, semi-supervised learning (SSL) has
been introduced as a promising approach. It leverages a combination of limited labelled
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data and a larger pool of unlabelled data to train deep-learning models. The aim is to
extract patterns from unlabelled data to improve the accuracy of models trained with a
limited labelled dataset. FixMatch [76] is a semi-supervised learning method that im-
proves model training with limited labeled data by generating pseudo-labels for strongly
augmented unlabeled samples based on con�dent predictions from weakly augmented ver-
sions. This approach served as a strong foundation for the recent semi-supervised classi�-
cation and segmentation methods [48, 155, 156, 91]. While SSL approaches o�er potential
solutions to the limited data availability, they often do not address other challenges, such
as the class imbalance and the need to detect novel classes not seen in the training phase.

E�ectively managing this class imbalance is important to prevent false negatives in the
minority class (i.e., the disease-positive cases), as overlooking them could lead to potentially
undesired outcomes. In real-world medical scenarios, it is often impractical to manually
acquire such an extensive dataset with equal distribution among all disease classes. Figure
6.1 illustrates the degree of data imbalance in di�erent classi�cation and segmentation
datasets. For instance, in ISIC2018 dataset, class NV have more than 4000 samples while
other classes have fewer than 100 samples. Consequently, this imbalance in the dataset
a�ects the natural equilibrium state of the classi�er feature representations, which in turn
introduce bias in model training and evaluation if not properly addressed.

When training with imbalanced data, it is important to carefully balance the distribu-
tions at both the feature and classi�er levels to ensure e�ective learning [157, 100, 158].
Nevertheless, balancing algorithms commonly address scenarios with a �xed and known
set of labels, but many medical imaging scenarios include images or targets corresponding
to novel unknown classes.

A more complex scenario emerges, wherein unlabelled data may contain outliers repre-
senting unseen classes not present in the labelled dataset. To this end, a novel recognition
system is introduced that accurately classi�es both common and rare classes, generalizes
from limited examples of known instances, and correctly identi�es novel instances that
have not been encountered before. The novel feature regularization and classi�er weight
normalization techniques address class imbalance within the semi-supervised setting. The
proposed method outperforms baseline methods on both classi�cation and segmentation
tasks. In summary, this chapter has the following contributions:

ˆ A novel open-set semi-supervised learning framework is proposed for medical image
classi�cation that can utilize both inliers and outliers in a uni�ed paradigm; to classify
known categories and to distinguish between known and unknown classes.

ˆ To rule out the adverse e�ect of data imbalance on classi�cation, a regularization
strategy is implemented at the feature level in addition to weight normalization at
the classi�er layer.

ˆ Extensive experiments are conducted on three distinct datasets, ISIC2018 [9, 41],
TissueMNIST+ [10] and DDR dataset [8], to showcase the e�cacy of the proposed
techniques aimed at tackling class imbalance issues in both supervised learning and
SSL contexts.
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Figure 6.1: (a) Class distribution of di�erent classi�cation and segmentation datasets,
namely ISIC2018, TISSUEMNIST+ and DDR, multi-organ Synapse and ACDC datasets.
It is evident that there is high imbalance in the distribution of samples among di�erent
classes.

ˆ Finally, the proposed method is extended for semi-supervised open-set segmentation
in long-tail medical datasets and its e�ectiveness is demonstrated on the multi-organ
Synapse dataset [6] and ACDC dataset [37]. The method achieves a signi�cant im-
provement over the open-set SSL baseline achieving around 4.5 % and 7% improve-
ments in the closed-set and the open-set dice scores, on the multi-organ Synapse
dataset. To the best of my knowledge, this is the �rst attempt to introduce a semi-
supervised segmentation paradigm tailored for long-tail medical data, that can e�ec-
tively segment both known and unknown categories.

6.2 Methodology

A novel framework is proposed to classify known categories in the long-tailed medical data
from a few samples and to identify the unknown classes within the dataset. The input
images, denoted byY 2 R H � W � D , are processed to form labelled batchI C and unlabelled
batch I U. The proposed network is organized into two main branches, a closed-set classi�-
cation branch and an open-set recognition branch, as shown in Figure 6.2. The closed-set
classi�cation branch employs feature regularization and classi�er-weight normalization on
the labelled batch I C which helps in mitigating the e�ect of the class-imbalance on the
classi�cation task. The unlabelled batchI U is passed to the open-set recognition branch
to identify open-set targets. These targets are collectively produced by a multi-class clas-
si�er and a multi-binary classi�er. Both the closed-set and open-set classi�cation branches
are trained simultaneously to classify the known classes from a few samples, as well as to
identify unknown classes.

6.2.1 Closed-set Classi�cation Branch

In the closed-set recognition branch, features extracted from the labelled batch with seen-
class samples are fed to a multi-class classi�er, which is then optimized with the cross-
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Figure 6.2: Overall Architecture : The framework is organized into two branches,
namely, a closed-set classi�cation branch and an open-set recognition branch. The black
and red arrows correspond to the 
ow of labelled data and unlabelled data respectively. In
the closed-set classi�cation branch, the backbone features of the labelled batch are passed
to a closed-set classi�er and to a multi-binary classi�er, which are optimized by the cross-
entropy and multi-binary losses respectively. In parallel, for feature regularization, another
classi�er initialized as a random simplex equiangular tight frame (ETF) is applied on the
feature centers of the labelled batch and optimized using the regularization loss. Further,
a classi�er weight normalization technique is employed on the closed-set classi�er weights
to overcome the adverse e�ect of data imbalance on training. In the open-set recognition
branch, features from the unlabelled batch are projected into a low-dimensional feature
embedding on which a set of multi-binary classi�ers are employed. The multi-binary clas-
si�er along with the closed-set classi�er produces open-set targets. These open-set targets
optimize the closed-set and open-set classi�ers to achieve joint inliers and outliers utiliza-
tion.

entropy loss H(�; �):

L sup(I C) =
1

M

MX

i =1

H(zi ; yi ): (6.1)

whereM is the batch size,zi is the classi�er output, and yi is the corresponding ground-
truth label.

6.2.1.1 Feature-Center Regularization

In a training setup with class-balanced data, during the �nal stage of training, the features
of the �nal layer converge towards the mean values within their respective classes [159].
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These within-class means, combined with the classi�er weights, will then collapse to the
vertices of a simplex that forms an equiangular tight frame (ETF). When the dataset is
imbalanced, this structure is disrupted, leading to biased predictions towards the majority
class. The method aims to regularize the feature centers, thus preserving the ETF struc-
ture of the per-class feature means and enabling the training network to output balanced
predictions.

For a dataset with L classes, letvi 2 Rd be the d-dimensional feature of the �nal classi�er
layer. A simplex equiangular tight frame can be de�ned as a collection of vectors namely,
nl 2 Rd, l = 1; 2; :::; L, d � L .If N = [ n1; :::; nK ] 2 Rd� L , U 2 Rd� L allows a rotation and
satis�es U> U = I L , I L is the identity matrix, and 1L is a vector with only ones,

N =

r
L

L � 1
U

�
I L �

1
L

1L 1>
L

�
; (6.2)

All vectors in a simplex ETF have the same pair-wise angle and an equal`2 norm with

n>
i nj =

L
L � 1

� i;j �
1

L � 1
; 8i; j 2 f 1; :::; Lg; (6.3)

where� i;j equals to 1 wheni = j and 0 otherwise. The pair-wise angle� 1
K � 1 is the maxi-

mal equiangular separation ofK vectors in Rd; d � K � 1 [160].

To preserve the maximally separated and equiangular structure of the feature centers, a
classi�er regularization strategy ie employed, which extracts the feature centers �vk of each
class. These feature centers are then concatenated to single vector labels�V and passed on
to the classi�er layer B � . This classi�er layer is �xed as a simplex ETF to regularize the
feature centers. This �xed classi�er helps in the alignment of feature centers to achieve the
equiangular separation and enhances the discriminative ability among the tail classes. The
classi�er output �z and the label centers �y are then used to measure the degree of feature
center collapse. Then, theL reg loss can be written as follows:

L reg(�z; �y) =
1

M

MX

i =1

H(�z; �y): (6.4)

6.2.1.2 Classi�er Weight Normalization

In addition to the feature regularization, a regularization technique is applied to the closed-
set classi�er weights to constrain the norms of weight vectors in the neural network. This
helps prevent over�tting and enhances generalization by keeping the weights from growing
excessively large. The regularization limits the maximum weight values in the network by
projecting the weights onto a ball of a speci�ed radius if weight norm values exceed this
radius [100]. It constrains the weight vectorw such that:

if kwk2 > a; then w  w �
a

kwk2



CHAPTER 6. LEARNING STRATEGIES TO ADDRESS DATA-RELATED
CHALLENGES IN MEDICAL IMAGE CLASSIFICATION AND SEGMENTATION 67

wherekwk2 is the Euclidean norm of the weight vectorw, and a is the maximum allowed
norm.

6.2.2 Open-set Recognition Branch

To get a robust prediction for the unseen class samples, a multi-binary classi�er is imple-
mented on the labelled batchI L . The multi-binary classi�er can be seen as a combination
of K binary classi�ers. To optimize the multi-binary classi�er, features are projected into
another feature space with the projection headf (�). The classi�er performs a one-vs-rest
classi�cation for each of the known classes to output the class-wise likelihood of outliers
or inliers with respect to thek-th seen class. The hard-negative sampling strategy [161] is
adopted to optimize the multi-binary classi�er with the labelled samples. Let (oi;k ; �oi;k ) be
the binary classi�er output for the kth seen class, then the multi-binary loss is given by:

L mb(I C) =
1

M

MX

i =1

�
� log(oi;y i ) � min

k6=yi

log(�oi;k )
�

: (6.5)

The predictions of closed-set and multi-binary classi�ers are fused to get the open-set
targets. Speci�cally, for each unlabelled sampleui , the seen-class probability distribution is
predicted by the closed-set classi�er (ezi;k ) and multi-binary classi�er ( ow

i;k ). These distinct
and complementary predictions determine the likelihood thatui belongs to one of the
known classes or is an outlier. Therefore,

er i;k =

8
<

:

ezi;k � ow
i;k if 1 � k � K ;

P K
j =1 ezi;j � �ow

i;j if k = K + 1:
(6.6)

In this manner, without explicitly distinguishing between inliers and outliers, open-set
targets can be generated. These targets can then be used as supervision to train the
open-set classi�er.

L o(I U) =
1

�M

�MX

i =1

1(max
k

(er i;k ) > � r ) � H(er i ; r s
i ) (6.7)

wherer s
i are the predictions on the strongly augmented samples using cutmix augmentation

technique [162] and� r is the con�dence threshold. The two classi�ers are further optimized
using a double �ltering strategy, allowing the closed-set classi�er to select the best class
pseudo-labels for inliers from known classes.

L ui (I U) =
1

�M

�MX

i =1

F (ui ) � H(ezi ; zs
i ): (6.8)

whereF (�) is the �ltering function based on � p , another con�dence threshold.L ui helps to
exclude the highly probable outliers and incorrect pseudo-labels of inliers, which eventually
helps in identifying the known and unknown category samples.
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As seen in equation 6.7,L o relies on the open-set targets collectively produced by the closed-
set and multi-binary classi�ers. Hence, long-tail distribution a�ects the performance of the
closed-set classi�er which in turn a�ects the open-set targets. The feature regularization
and weight normalization techniques implemented in the closed-set classi�cation branch
help the classi�er to make balanced predictions, consequently improving the quality of
open-set targets.

6.2.3 Classi�er Weight Balancing

Parameter regularization supplements additional information to address a complex prob-
lem, thereby mitigating over�tting [100] and enhancing generalizability. Weight decay is a
prominent form of regularization that applies an L2 norm penalty to the network weights.
It helps improve the generalizability of the model by constraining the growth of weights
during training.

Lnew = L + �
X

i

w2
i (6.9)

where L is the loss function,� is the weight decay parameter andwi refers to model weights.
Implementing the weight balancing constrains the weights to a range of values and helps
in balancing the classi�er.

6.2.4 Extension to Segmentation

In contrast to classi�cation frameworks where the model assigns a single label to an entire
image, semantic segmentation provides a pixel-wise classi�cation, thereby enabling precise
object delineation by assigning a speci�c class for each pixel. Segmentation models must
be able to capture local spatial dependencies to well di�erentiate with di�erent target
categories and their boundaries, while classi�cation models mostly operate on global feature
representations. An e�ective segmentation model should maintain spatial coherence while
explicitly encoding the �ne-grained details to segment complex and overlapping target
structures.

The proposed open-set semi-supervised learning method is extended to tackle com-
plex segmentation problems in long-tailed medical datasets. Both the closed-set classi-
�cation branch and the open-set recognition branch are implemented at pixel level on
the labelled batchI C and unlabelled batchI U for e�ectively addressing the e�ect of data
imbalance on segmentation. The spatial dimensions (H, W) is preserved throughout the
pipeline maintaining structural information to enhance localization accuracy, to ensure
well-di�erentiated boundary segmentation, and to improve overall segmentation perfor-
mance. In contrast to the classi�cation task incorporating cross-entropy loss, dice loss
is employed for segmentation in the semi-supervised open-set SSL framework. Dice Loss
e�ectively measures the overlap between the predicted and the ground truth segmentation
masks. This approach is bene�cial for handling class imbalance by ensuring that all the
major and minor target structures are segmented accurately.



CHAPTER 6. LEARNING STRATEGIES TO ADDRESS DATA-RELATED
CHALLENGES IN MEDICAL IMAGE CLASSIFICATION AND SEGMENTATION 69

Let pb;c;h;w denote the predicted probability for batch indexb, class c, and spatial
coordinates (h; w), while yb;c;h;w denote the corresponding ground truth label, then Dice
coe�cient for each classc can de�ned as:

Dc =

2 �
P

(b;h;w)
pb;c;h;w � yb;c;h;w + �

P

(b;h;w)
p2

b;c;h;w +
P

(b;h;w)
y2

b;c;h;w + �

where� is a small constant added for numerical stability.
For C number of classes, the total Dice loss is computed as the average over all classes:

L Dice =
1
C

CX

c=1

(1 � Dc)

Thus, dice loss is used for computing the closed-set and open-set losses to e�ectively
optimize the network for accurate closed-set and open-set segmentation performance.

6.2.5 Implementation

6.2.5.1 Classi�cation

The proposed method is implemented in Python with PyTorch library and trained on an
NVIDIA A100 GPU. A pre-trained ViT encoder is used with adapter from AdaptFormer
[163] as the backbone. The pre-trained encoder is kept frozen while other parameters are
�ne-tuned. Cutmix strategy [162] is adopted for data augmentation which is bene�cial
when working with �ne-grained, small-scale image datasets. The network is optimized
using Stochastic Gradient Descent (SGD). The network is trained for 50 epochs with a
batch size of 16 and an initial learning rate of 0.0003. Experiments are conducted with
50%, 25%, and 10% of labels while training, and the whole dataset without labels is fed to
the network as the unlabelled counterpart. The models with the highest accuracy on the
validation set are chosen for testing. To ensure a fair evaluation, the balanced accuracy
score is chosen as the performance metric to evaluate the model performance in open-set
data while performance on the closed-set is analyzed based on accuracy.

6.2.5.2 Segmentation

TransUNet [25] is used as the backbone for the proposed network. Blurring augmentation
is employed to enhance robustness by smoothing image details and jitter augmentation
to modify pixel intensities. CutMix [162] is implemented to augment spatial diversity by
replacing random patches in the unlabeled image with regions from other labeled images,
thereby incorporating both spatial and channel augmentations to improve model general-
ization. The network is trained for 300 epochs with a batch size of 16 and an initial learning
rate of 0.01. The performance of proposed method is evaluated based on the dice score.
Closed-set dice refers to the dice score on seen classes (closed-set data) while open-set dice
denotes the performance on seen + unseen classes (open-set data) respectively.
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6.2.6 Datasets

The proposed method is evaluated on three publicly available classi�cation datasets and
on two publicly available segmentation datasets.

ISIC2018 : This dataset contains 100150 images of size 600 x 450 and 1024 x 1024. The
seven categories include Basal cell carcinoma (BCC), actinic keratosis (AK), melanoma
(MEL), melanocytic nevus (NV), benign keratosis (BKL), dermato�broma (DF) and vas-
cular lesion (VASC). The dataset has a huge imbalance in distribution where NV has 4023
(highest) and DF has 69 (lowest) samples per class.

TissueMNIST+ : TissueMNIST+ dataset contains grayscale images of 236,386 kidney
cortex cells with size 224 x 224, organized into 8 categories. It was released as a part of the
MedMNIST+ dataset [44] , based on the BBBC051, available from the Broad Bioimage
Benchmark Collection. The dataset is split into training, validation and test set with a
ratio of 7 : 1 : 2. The dataset has a highly imbalanced data distribution with the largest
class containing 13800 samples and the smallest class containing 1466 samples.

DDR : The DDR dataset consist of 13,673 fundus images for diabetic retinopathy (DR)
classi�cation, obtained from 147 hospitals in China [8]. It includes 6,835 images for train-
ing, 2,733 for validation, and 4,105 for testing. These images are categorized into six
classes: proliferative DR, severe DR, moderate DR, mild DR, no DR and ungradable.

Multi-organ Synapse Dataset : The dataset consist of 3779 axial contrast-enhanced
abdominal clinical CT images from 30 abdominal CT scans in the MICCAI 2015 Multi-
Atlas Abdomen Labeling Challenge [6]. The target organs include 8 abdominal organs
namely aorta, gallbladder, spleen, left kidney, right kidney, liver, pancreas, spleen, stomach
with a random split of 18 training cases (2212 axial slices) and rest for validation. Liver is
a head class with its larger pixel occupancy in the scan while gall bladder and kidneys are
the tail classes.

ACDC Dataset : This dataset was released as the part of ACDC challenge [37]. It
contains 70 cardiac MRI scans with a random split of 70 cases (1930 axial slices) for
training, 20 for testing, and 10 cases for validation. The dataset contains 3 annotated
regions namely, right ventricle (RV), left ventricle (LV) and myocardium (MYO).

6.3 Results

In this section, the experimental results of the proposed method are presented on di�erent
datasets. For classi�cation tasks, the proposed approach is evaluated on the ISIC2018 [9,
41], TissueMNIST+ [10], and DDR [8] datasets, while for segmentation tasks, performance
is evaluated on the multi-organ Synapse [6] and ACDC [37] datasets. These datasets exhibit
a wide range of challenging tasks from skin lesion classi�cation to multi-organ segmentation
for the thorough evaluation of the e�ectiveness and robustness of the proposed method
across di�erent domains.
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ISIC2018 Dataset
Method Closed-Set Open-Set

MixMatch [156] 82.94 -
FlexMatch [77] 81.46 -
SimMatch [164] 82.71 -
CoMatch [165] 76.49 -
OpenMatch [89] 79.12 29.94
IoMatch [91] 82.70 36.75
OpenSSC [93] 85.28 34.81
Ours� 83.98 39.01
Ours 86.02 40.12

Table 6.1: Performance comparison of the proposed method and the state-of-the-art tech-
niques on ISIC2018 dataset (based on accuracy).

6.3.1 Classi�cation

The proposed method is benchmarked against the top-performing semi-supervised mod-
els in the literature, namely MixMatch [156], RemixMatch [78], FlexMatch [77], SimMatch
[164], CoMatch [165] and against the open-set SSL methods including OpenMatch [89] and
IoMatch [91], OpenSSC [93]. Ours� denotes the performance of the preliminary version of
the method accepted for publication in ISBI 2025 [166]. It utilizes ResNet18 backbone,
random augmentations, and a di�erent training recipe. For a fair evaluation, all the net-
works are trained on 25% labelled data for 50 epochs with similar hyper-parameters in the
same training pipeline.

6.3.1.1 ISIC2018

The performance of the proposed method on the ISIC2018 dataset is shown in Table 6.1.
Out of 7 classes with varied sample distribution, only the �rst �ve classes are seen during
training. During inference, samples from all 7 classes are tested. The closed-set and
open-set classes were chosen to incorporate classes of di�erent frequencies. The category
"NV" is the largest class with 4023 samples while "DF" is the smallest class with only 69
samples. Meanwhile "BKL", "BCC", and "AK" contain 195, 308, and 659 samples. The
results in Table 6.1 show the e�ectiveness of ou approach in the classi�cation of classes of
di�erent frequencies, and in identifying the outliers, and Figure 6.3 presents the qualitative
results of the closed-set classi�cation. Analyzing the confusion matrices, it is evident that
the proposed method performs better in classifying the tail class (DF) compared to the
state-of-the-art methods while equally performing in head classes. The method has a clear
improvement over the state-of-the-art SSL methods in terms of closed-set accuracy (86.02
%) and open-set accuracy (40.12 %).

6.3.1.2 TissueMNIST+

The network is trained on samples from classes (0,6) out of a total 8 classes in the dataset.
The dataset has two head classes with 53075 and 39203 samples, three tail classes with
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[t]0.48
DDR Dataset

Method Closed-Set Open-Set
CoMatch [165] 52.11 -
OpenMatch [89] 53.91 11.31
IoMatch [91] 59.14 24.33
OpenSSC [93] 60.72 24.96
Ours� 59.71 24.70
Ours 62.59 25.66

Table 6.2: DDR dataset (accuracy).

[t]0.48
TissueMNIST+ Dataset

Method Closed-Set Open-Set
CoMatch [165] 66.11 -
OpenMatch [89] 68.31 14.32
IoMatch [91] 73.14 29.76
OpenSSC [93] 72.19 29.88
Ours� 71.42 29.18
Ours 74.02 32.30

Table 6.3: TissueMNIST+ dataset (accuracy).

Table 6.4: Performance comparison of the proposed method with state-of-the-art tech-
niques on DDR (left) and TissueMNIST+ (right) datasets.

Synapse Dataset
Method Closed-Set Open-Set

Baseline 66.81 58.90
Ours without SH Weight Normalization 70.40 60.66
Ours 71.02 66.01

Table 6.5: Performance analysis of the proposed semi-supervised open-set segmentation
method on multi-organ Synapse dataset.

5866 and 7705 and 7814 samples, and the rest of the classes contain samples in the range
(11000, 25000). Table 6.3 shows that the proposed method outperforms the state-of-the-
art methods.

6.3.1.3 DDR

From the dataset, samples from classes (0,5) out of a total of 6 classes are utilized for
training the network. The dataset has two head classes with 3133 and 2238 samples, and
the rest of the classes contain samples in the range (100,600). Table 6.2 demonstrates
that the proposed approach achieves superior performance in terms of both closed-set and
open-set accuracies compared to existing state-of-the-art methods.
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ACDC Dataset
Method Closed-Set Open-Set
Baseline 82.16 61.12
Ours 84.14 81.64

Table 6.6: Performance analysis of the proposed semi-supervised open-set segmentation
method on ACDC dataset.

6.3.2 Segmentation

6.3.2.1 Multi-organ Synapse

The performance of the proposed semi-supervised long-tail segmentation method is bench-
marked through extensive experiments and ablation studies on the Multi-organ synapse
dataset. The performance of the segmentation framework is demonstrated in Table 6.5.
Out of 8 classes with varied sample distribution, the �rst seven classes were seen during
training while 8th class labels were masked from the loss calculation. During inference,
samples from all 8 classes are tested. As the literature lacks networks speci�cally tailored
for open-set semi-supervised segmentation, initially the model is trained on 7 seen classes
and the unseen class is segmented by thresholding the softmax probabilities during the
evaluation phase. This is set as the baseline for the experiments (Expt 1 - Table 6.5, Expt
1- Table 6.18). This semi-supervised open-set baseline achieves closed and open-set dice
scores of 66.8% and 58.90% respectively. After implementing the feature regularization
and Segmentation head (SH) weight normalization strategies, the model shows a notable
improvement in performance, with a closed-set Dice score of 71.02 and an open-set Dice
score of 66.01, highlighting its enhanced segmentation capability.

6.3.2.2 ACDC

Table 6.6 validates the performance of the proposed method on the ACDC dataset. Two
out of three classes were seen by the network during training, while the third class was
reserved for the open-set segmentation. It is clear that the proposed method exhibits
better performance in both closed-set and open-set segmentation with dice scores 84.14%
and 81.64 % respectively.

6.4 Discussion and Ablations

Comprehensive ablation studies are conducted focusing on the learning objectives and hy-
perparameters to gain deeper insights into the factors contributing to proposed method's
state-of-the-art performance in classi�cation and segmentation. All the ablation experi-
ments are conducted on the ISIC2018 and multi-organ Synapse datasets for classi�cation
and segmentation tasks, respectively. Ablation experiments for di�erent subtasks in the
learning objective are explained below.
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Figure 6.3: Comparison of the confusion matrix of (a) OpenMatch, (b) IoMatch, (c)
OpenSSC, and (d) the proposed method. Compared to the state-of-the-art methods, the
proposed approach has high discriminative ability over the �ve closed-set classes including
the head class (NV), tail class (DF), and other classes.

Figure 6.4: Qualitative Analysis of the proposed semi-supervised open-set segmentation
method on ACDC dataset. The performance of the method is compared with the ground
truth (GT) and baseline open-set SSL (Expt 1- Table 6.5) for various closed-set classes
and an open-set class (LV).

6.4.1 Classi�cation

6.4.1.1 Semi-Supervised Learning

Semi-supervised training is often considered to be upper-bounded by full supervision be-
cause, in the best-case scenario, semi-supervised methods can approach the performance of
fully supervised methods when they have access to a large amount of unlabeled data along
with a small amount of labeled data. Here, the lower and upper bounds are studied for the
semi-supervised learning task. In the proposed network setup, the network is trained only
with samples of �ve classes with the remaining reserved for open-set classi�cation. The
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Method Split 1 Split 2 Split 3
Closed Set
(0,1,2,3,4)

Open Set
(5,6)

Closed Set
(2,3,4,5,6)

Open Set
(0,1)

Closed-Set
(0,1,2,5,6)

Open Set
(3,4)

OSSC 85.28 39.01 86.82 32.42 84.96 39.03
Ours 86.02 40.12 87.21 33.22 85.34 39.71

Table 6.7: Ablation studies varying the seen and unseen class splits for the semi-supervised
open-set classi�cation task. Our method shows clear dominance over the next top perform-
ing method in terms of closed-set and open-set accuracies.

lower bound accuracies for this data partition were found as 82.6 (Exp 1) and 80.81 (Exp
2) as shown in Table 6.9. Experiments 1 and 2 were trained with 25% of labelled samples
with multiclass classi�er and multi-binary classi�er respectively. As an upper bound, the
network is trained with whole training data for the �rst �ve classes, employing a multi-
class classi�er, which showed an accuracy of 88.65 (Exp 5). The open-set accuracies for the
above experiments were obtained by applying a hard threshold during the evaluation phase.
It is clear that the performance score of the proposed method on the ISIC2018 dataset is
higher than the lower bound and achieves a closer value to the upper bound with minimal
percentage of labelled training data. To better understand the impact of labelled data
percentage on the model performance, the network is trained with di�erent percentages of
labelled samples. As shown in Table 6.12, the network performance is greatly a�ected by
the percentage of labelled samples. It is notable that, training over 25 % achieves a fair
accuracy from the objective of semi-supervised learning.

6.4.1.2 Open-set Learning

First, the merit of the proposed approach is validated across 3 random splits with varied
seen and unseen class sets in Tabl 6.7. Our method shows clear dominance across all the
splits with an improved dice score. As presented in Table 6.9, the lower bounds for open-
set recognition task are 28.32 % (Exp 1) with the closed-set classi�er and 27.11% (Exp 2)
with the multi-binary classi�er, both trained with 25% labelled samples of classes 0 to 5.
The maximum achievable accuracy or upper bound that utilizes 100 % of data with class
labels (of all 7 classes) is 43.8 (Exp 4). As can be seen, by optimizing the network with
the open-set loss, a fair balanced accuracy score is obtained for the open-set recognition
task compared to the upper-bound accuracy.

6.4.1.3 Long-Tailed Learning

Several methods were proposed to tackle the long-tail classi�cation task, most of which
employ loss re-weighting schemes to balance the learning process. In contrast, this chap-
ter employ strategies that do not require information on class distribution in the train-
ing phase. Table 6.8 presents a detailed ablation study comparing the proposed method
with the baseline open-set SSL model improved using various cost-sensitive techniques like
weighted cross-entropy loss [167], class-balanced loss [100] and tau normalization techniques
[100]. It is evident that the proposed method is dominant in improving both closed-set and
open-set acuracies without prior information on the class-wise data distribution. Further,
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Technique Closed-Set Open-Set
CE Loss 82.70 36.75

Weighted CE (WCE) Loss [167] 83.21 37.15
Class-Balanced (CB) Loss [100] 83.92 37.88

WCE + Tau Normalization 83.72 37.21
CB + Tau Normalization 84.36 37.91

Ours 86.02 40.12

Table 6.8: Comparison of the proposed method with cost-sensitive approaches for classi�-
cation in the literature.

Supervision Classes Labelled % Loss Closed-Set Open-Set
1 Semi-supervised 5 25 CE 82.60 28.32
2 Semi-supervised 5 25 BCE 80.81 27.11
3 Semi-supervised 7 25 CE 81.69 32.09
4 Fully-supervised 7 100 CE 89.90 43.80
5 Fully-supervised 5 100 CE 88.65 29.48

Table 6.9: Analysis of the upper and lower bounds for semi-supervised learning and open-
set recognition for classi�cation.

Methods Parameters (M) Inference time(ms)
IoMatch [91] 1.50M 41.8
OpenSSC [93] 1.51M 29.53

Ours 1.37M 25.7

Table 6.10: Comparison of the number of trainable parameters and inference time in the
proposed classi�cation network vs state-of-the-art methods.

the contribution of individual techniques to the overall model performance is evaluated in
Table 6.14. All experiments were trained with 25% labelled data. Moreover, the proposed
method delivers superior performance while requiring less computational e�ort compared
to state-of-the-art approaches as shown in Table 6.10.
Weight Decay: Tuning the weight decay improved accuracy, outperforming the baseline
method. The optimal weight decay value is inversely proportional to the dataset size, as
learning over larger datasets ensures better generalization which cuts down on the need
for stronger regularization. However, most medical datasets are smaller in size and have
a high imbalance in data distribution, proving the importance of employing regularization
techniques to achieve robust performance.
Feature Regularization: It is evident that the addition of the feature regularization
strategy to preserve the inherent properties of the �nal layer classi�er signi�cantly impacts
the model performance. In addition, it helps to produce better open-set targets for the
open-set recognition task, consequently improving the open-set classi�cation accuracy. It
can be seen from Tables 6.14 that feature regularization in the supervised branch helps to
improve the accuracy of the closed set by 1. 1 % in the ISIC2018 dataset. By employing
an additional ETF structured classi�er in the semi-supervised branch, the tendency of the
classi�er to bias towards the majority class is prevented, hence improving the classi�cation
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[t]0.45
Labelled % Closed-Set Open-Set

10 63.28 56.24
25 71.02 66.01
50 74.85 64.45

Table 6.11: Segmentation performance (Dice score).

[t]0.45
Labelled % Closed-Set Open-Set

10 81.56 29.56
25 86.02 40.12
50 86.42 40.18

Table 6.12: Classi�cation performance (Accuracy).

Table 6.13: Ablation experiments for di�erent percentages of labelled training data. Com-
parison is based on Dice score (left) and Accuracy (right).

accuracy for the minor classes.
Classi�er-weight normalization: While weight decay restricts the weights from acquir-
ing larger values, classi�er weight normalization aligns the classi�er weights on a ball-
surface and enhances the growth of small weights within the ball. It can be observed from
Table 6.14 that classi�er normalization helps to improve the classi�cation performance.
The normalization technique limits the norm values from growing beyond a preset thresh-
old. Figure 6.5 demonstrates the sensitivity analysis of the threshold values with respect
to the model accuracy on ISIC2018 dataset. Based on the experiments, optimal value for
the threshold is chosen as 0.7, 0.9 and 0.9 for ISIC2018, DDR and TissueMNIST+ datasets.

Finally, the convergence of di�erent loss functions are analyzed in 6.6 and It is evident
that all of them eventually reach a stable minimum, indicating successful convergence.

Figure 6.5: Sensitivity analysis of classi�er normalization threshold values with respect to
the model accuracy on ISIC2018 dataset.
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Technique Closed-Set
1 Semi-supervised setting with CE loss 83.53
2 + Weight Decay 83.70
3 + Feature Regularization 85.40
4 + Classi�er Weight Normalisation 86.02

Table 6.14: Ablation study on ISIC2018 dataset in terms of accuracy (%) measure on the
classes seen during training. Implementing the aforementioned techniques together has a
signi�cant impact on long-tail learning.

Figure 6.6: Training Loss curves of the open-set semi-supervised classi�cation task.

Method Closed-Set Open-Set
UNet [23] 64.93 58.06
MultiResUNet [138] 66.76 60.29
AttUNet [149] 67.24 59.58
Ours 71.02 66.01

Table 6.15: Ablation experiments using di�erent state-of-the-art backbones for the pro-
posed semi-supervised open-set segmentation method.

6.4.2 Segmentation

First, an ablation study is performed based on di�erent loss functions for the open-set
semi-supervised segmentation framework in Table 6.17. The proposed method optimizes
closed-set loss and multi-binary loss for closed-set segmentation,ui loss for semi-supervised
learning, open-set loss for open-set learning and regularization loss for feature regulariza-
tion. The experiments analyze the e�ect of employing cross-entropy loss, dice loss and
their combination for the aforementioned loss calculations, for optimizing the segmentation
framework. It can be seen that dice loss performs better compared to other alternatives,
especially in context of long-tail segmentation. Dice loss, by directly optimizing the over-
lap between predicted and ground truth regions, mitigates class imbalance by highlighting
small and large structures equally, leading to more accurate segmentation performance.
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Closed-Set Classes Unseen Classes Closed-Set Dice Open-Set Dice
(1,6) (7,8) 64.94 56.39
(1,7) 8 71.02 66.01

Table 6.16: Ablation experiments on the segmentation performance of the proposed method
for di�erent set of seen and unseen classes during training. Comparison is based on dice
score.

6.4.2.1 Semi-supervised Learning

The lower and upper bounds for the semi-supervised learning task is studied in Table 6.18.
In the proposed experimental setup, the network is trained with samples of the �rst 7
classes, and the remaining class is reserved for open-set segmentation. The lower bound
experiment for the semi-supervised task is the same as the baseline (Expt 1 - Table 6.5).
Using 25 % labelled data, the lower bound dice score is 66.8 % (Exp 1), while the highest
achievable dice score in the dataset is 77.04 % (Expt 3). It can be seen that th proposed
network has a signi�cant improvement compared to the lower bound (Exp 1) utilizing
only 25% of the training data. Further, in Table 6.11, the impact of the percentage of
labelled samples on the network performance is analyzed. With 25% labelled data, the
model achieve scores competitive to the experiment utilizing 50% of labelled samples. So
25 % is chosen as the optimal choice of labelled samples to align with the objectives of the
semi-supervised learning task.

6.4.2.2 Open-set Learning

As presented in Table 6.18, the lower bounds for open-set recognition task was found as
58.90 % ( Exp 1) when trained with 25% labelled samples from the �rst 7 classes . The
lower-bound open-set dice score (Expt 1) was obtained by hard thresholding the softmax
probabilities during the evaluation phase. The maximum achievable dice score or upper-
bound that utilize 100 % of labeled data (samples from all 8 classes) was found to be 76.78
(Exp 3). The proposed method achieves fair open-set dice scores, with an appreciable gain
compared to the lower bound. Further, the e�ect of the number of unseen classes on the
network performance is analyzed in Table 6.16. It is remarkable that the open-set accuracy
does not drastically decline when the open-world data has more unknown classes, which
validates the merits of the proposed approach to the open-set semi-supervised segmentation
task.

Loss Closed-Set Open-Set
Cross-entropy (CE) Loss 68.08 63.20

Dice Loss 71.02 66.01
CE Loss + Dice Loss 69.48 63.44

Table 6.17: Ablation studies on the segmentation loss. Cross-entropy loss, dice loss and its
combination is employed for calculating the closed-set and open-set losses of the proposed
method.
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Supervision Classes Labelled % Dice (1,7) Dice (1,8)
1 Semi-supervised 7 25 66.8 58.90
2 Semi-supervised 8 25 67.12 67.06
3 Fully-supervised 8 100 77.04 76.78

Table 6.18: Analysis of the upper and lower-bounds for semi-supervised learning and open-
set recognition in the segmentation task. dice (1,7) denotes the average dice score on classes
1 to 7 and dice (1,8) denotes average dice score on all 8 classes.

6.4.2.3 Long-tail Learning

In Table 6.5, experiments analyze the e�ect of the proposed contributions individually
on the segmentation task. The semi-supervised open-set baseline achieves closed-set and
open-set dice scores of 66.8 % and 58.90 % respectively with 25 % of labelled training
data. The segmentation performance further improves on implementing regularization at
the feature centers, by preserving the property of neural collapse in the Segmentation
Head, thereby alleviating its tendency to bias towards the head classes. It is notable that
the feature regularization and Segmentation Head (SH) Weight Normalization techniques
signi�cantly impact the network performance when applied concurrently, resulting in an
improved closed-set dice score of 71.02% and open-set dice score of 66.01 %. In addition,
the generalizability of the proposed method on di�erent backbones in the literature is
analyzed. In Table 6.15, it can be seen that the proposed method shows competitive
performance with di�erent backbone architectures like UNet [23], MultiResUNet [138] and
AttUNet [149].

6.4.2.4 Qualitative analysis

A qualitative ablation study of the proposed method is conducted on ACDC dataset in
Figure 6.4. It can be noted that the proposed approach is dominant compared to the open-
set SSL baseline (Expt 1 -Table 6.5) in terms of both closed-set and open-set segmentation
performances. While the baseline fails to identify the open-set class (LV) across the slices,
the method demonstrates its ability to detect and dileaniate the organ, with no prior
information in the training phase.

6.5 Conclusion

This Chapter propose a novel open-set framework that addresses long-tail classi�cation
and segmentation tasks in medical images with few-shot learning. In the classi�cation
task, the proposed method employ feature regularization and classi�er weight normaliza-
tion strategies to alleviate the e�ect of class imbalance. This helps preserve the innate
properties of the classi�er exhibited in a balanced data classi�cation task, hence improving
the performance in rare and unseen classes. In addition, the proposed method is extended
to address long-tailed medical segmentation. The experiments on three publicly available
long-tailed classi�cation datasets and two long-tailed segmentation datasets demonstrate
the e�ectiveness of the proposed method, consistently outperforming previous approaches.
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Conclusion

Our thesis focus on enhancing deep learning methods for challenging sub-tasks in medical
image segmentation domain including volumetric segmentation, computationally e�cient
image segmentation, semi-supervised learning, open-set recognition, and long-tail learning.
Our contributions cover diverse aspects of medical image analysis, each targeting a speci�c
challenge within the domain.

To tackle volumetric image segmentation e�ectively, we develop a hybrid segmentation
framework that explicitly models local and global dependencies using a novel volumetric
MLP-Mixer. This approach facilitate better boundary delineation in 3D medical images
and demonstrate superior performance on volumetric datasets. By leveraging local volume-
based self-attention and global feature associations, our method improves the segmentation
accuracy. We also conduct an extensive study on the e�ectiveness of MLP-mixer based
architectures on 3D image segmentation and analyze the modelling capabilities of hybrid
architectural choices incorporating CNNs, transformers, and MLP-mixers. Further, to
enhance segmentation precision, we propose DwinFormer, a hierarchical encoder-decoder
architecture with directional window attention. By capturing both local and global de-
pendencies across di�erent orientations, our approach signi�cantly improve segmentation
accuracy on 3D Synapse Multi-organ and Cell HMS datasets, outperforming existing meth-
ods.

Further, we introduce InceptionMamba, to improve segmentation performance while
maintaining computational e�ciency. By leveraging multi-scale rich feature encoding and
a hybrid model combining Inception depth-wise convolution with Mamba blocks, we achieve
state-of-the-art results across multiple segmentation datasets while reducing computational
costs by approximately �ve times compared to existing methods in the literature.

In the �nal chapter of the thesis, we tackle the issue of data-imbalance in the real-
world segmentation setting. By developing an open-set semi-supervised learning approach,
we account for the possibility of unknown classes in the dataset while utilizing a smaller
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fraction of labeled image data. This method e�ectively balance class distribution and
enhance model robustness against unseen classes, demonstrating signi�cant improvements
in both open-set and closed-set recognition tasks. Our experiments on diverse medical
datasets validate the e�cacy of this approach.

In summary, the thesis presents a step forward in medical image segmentation, address-
ing critical issues using sophisticated deep learning algorithms. We conduct comprehensive
ablation studies and detailed evaluations in datasets of di�erent modalities to validate the
contributions and practical relevance of these methodologies. The proposed methods pro-
vide a foundation for further exploration and development in the �eld, with potential
applications extending to broader medical imaging domains.

7.1 Future Directions

In Chapter 3 and Chapter 4, we have designed novel hybrid architectures for tackling chal-
lenges in volumetric segmentation. However, 3D image segmentation is computationally
expensive in nature which demands the use of high-end GPUs. Semi-supervised algorithms
incorporating state-space models can be explored for enhancing computational e�ciency
in volumetric segmentation. It would also be interesting to experiment with open-set and
open-vocabulary techniques in the context of volumetric segmentation.

In the last Chapter, we proposed an open-set semi-supervised learning method for
medical image segmentation. To this end, we are the �rst to formulate an end-to-end
framework that addresses open-set segmentation, semi-supervised learning, and long-tail
recognition within a uni�ed approach. However, there is scope for further improvement
with stronger backbones and more sophisticated semi-supervised algorithms. Another po-
tential direction would be to explore continual learning approaches for open-set recognition.
Continual Learning approaches can enable the model to incrementally learn new classes
without forgetting previously known ones, making it better suited for real-world medical
image segmentation where new disease patterns may appear over time.
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