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Abstract—Disaster management and recovery are one of the
crucial tasks in today's world. However, in many countries,
disaster management still relies on human intervention, which can
present a signi�cant challenge, particularly in remote or inaccessi-
ble regions where timely intervention is required. To mitigate these
problems, advances in photogrammetry and remote sensing such
as unmanned aerial vehicles (UAVs), which incorporate embedded
platforms and optical sensors, need to be employed. The proposed
approach allows onboard aerial image processing, and avoids net-
work reliability, data security, and response time issues. However,
problems caused by the limited hardware resources of UAVs must
be addressed. Many existing real-time disaster detection solu-
tions rely on lightweight convolutional neural networks (CNNs)
speci�cally tailored to classify a limited set of disaster scenarios.
However, such frameworks often struggle in real-world situations,
where the diversity of disaster cases and the limited capacity
of low-complexity models hinder accurate differentiation. This
work presents a UAV-powered edge computing framework for
disaster detection, utilizing our proposed transformer-based deep
learning model optimized for real-time aerial image classi�cation.
The optimization was done using post-training quantization tech-
niques. Moreover, we employ Explainable AI (XAI) techniques
to enhance interpretability and visually highlight the regions
the model focuses on when making predictions. To address the
limited number of disaster cases in existing benchmark datasets
and ensure real-world adoption of our model, we create a novel
dataset, DisasterEye, containing various disaster scenes captured
by UAVs and ground-level cameras. Our practical results reveal
the ef�cacy of the proposed solution on both traditional and
resource-limited devices. We reduce inference time and memory
usage without compromising the model's accuracy on all bench-
mark datasets. Finally, the effectiveness of the presented system
highlights that it can be used as a powerful solution for many real-
time remote sensing applications on resource-constrained UAV
platforms. The code and DisasterEye dataset are available at:
https://github.com/Branislava98/TensorRT.

Index Terms—Remote Sensing, Unmanned Aerial Vehicles,
Edge Inference, Image Classi�cation, Optimization, Resource-
Constrained Devices, Real-Time.

I. I NTRODUCTION

H UMANITY and ecosystems have endured numerous dis-
asters over the decades, both natural and man-made,

resulting in countless lost lives and signi�cant �nancial losses.
These tragedies affect regions regardless of their economic
status, underscoring the persistent limitations of current tech-
nological solutions for disaster management.

In recent years, Europe has recorded a massive increase
in forest �res in the Balkan region. According to data from

the European Forest Fire Information Service (EFFIS) [7], in
2023, Greece had 56 �res that burned 174,773 hectares of land.
This was the highest recorded case of wild�res since 2007,
with damage costs of over 1.8 billion euros and 3,058,528
tons of CO2 emissions. Similarly, in 2024, the United Arab
Emirates experienced record-breaking rainfall, with 254.8mm
falling in less than 24 hours [6], resulting in �ve deaths,
the cancellation of 1,244 �ights and the suspension of routes
between emirates. Around 544.6 million dollars of funds were
estimated to cover the damage after the �ood. Tragedies have
not spared the American continent either. The end of 2024
brought devastating wild�res that overtook vast regions of Los
Angeles, California. To date, 2,678 �res have been recorded,
burning more than 89,431 acres, destroying more than 16,276
structures and resulting in 30 deaths [28]. These examples
underscore the fact that disaster management must be done
properly.

Disaster management involves a variety of actions to lower
the impact of tragedies on society and the environment. Early
detection of disaster nodes is crucial to reduce their harmful
effects and allow quick and effective interventions. Moreover,
a satisfactory ongoing response and adequate remediation of
the consequences can prevent the disruption of the popula-
tion's regular rhythm. However, timely detection often remains
elusive, as it is typically based on human observation and
is rarely carried out in real-time. In addition, a satisfactory
response and sanitation of the outcomes can be challenging due
to uncertain outcomes and dif�cult terrains. These requirements
suggest that the adoption of advances in photogrammetry and
remote sensing, such as unmanned aerial vehicles (UAVs),
could provide an effective solution. In particular, UAV-based
models for the detection, observation, and study of various
threats and risks in incident scenes could signi�cantly reduce
the need for human intervention and human error [8].

UAVs have gained popularity in various �elds such as
agriculture [46], delivery applications [45], and search-and-
rescue operations [44], among many others. Due to their unique
capabilities, they are also well-suited for disaster detection
applications. They have the ability to access locations that are
dif�cult or dangerous for humans to reach. When equipped with
camera sensors, they enable real-time capture and transmission
of high-resolution images and can provide 360-degree coverage
of the environment, which is crucial for comprehensive situa-
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tional awareness. Traditionally, these images were processed
using cloud computing frameworks; however, this approach
faces signi�cant challenges, including high latency, limited
throughput, increased power consumption, and dependency on
reliable cloud services, which may not always be available in
disaster-prone or remote areas. Therefore, onboard processing
is required at the edge. Unfortunately, UAVs come with limited
hardware resources and low-power constraints, which can be
challenging in performing computer vision tasks due to massive
neural network models [9]. Running models that have compu-
tational overhead and a large number of parameters on UAV
platforms can result in delayed decision-making and power
shortages. This is the reason why many existing solutions
for disaster management on UAVs hardly rely on shallow
networks or compressed CNN models [9], [2], [3], [4], [8].
The disadvantage of shallow networks is their insuf�cient
complexity, which limits the learning of valuable features for
classi�cation. Moreover, CNNs struggle with larger receptive
�elds, and often fail to capture the global context needed for
complex scenes, making them less effective in tasks like aerial
disaster recognition. Consequently, different architectures, such
as Vision Mamba introduced in [47] or Transformers, must be
considered.

This paper addresses the problem of onboard disaster classi-
�cation for UAVs using complex neural networks. In particular,
we introduce a UAV-powered edge computing framework,
where a transformer-based model is trained of�ine on a tradi-
tional workstation and then optimized and deployed on a UAV,
achieving an effective balance between accuracy, latency, and
real-time performance. Moreover, we incorporate Explainable
AI into our framework to highlight the regions the model
focuses on during prediction. Finally, we address the lack
of real-world relevance in existing benchmark datasets, which
focus mainly on certain disaster cases or contain only a few
disaster cases [16], [10], [15], [14], [13], [12], [11], making
them unsuitable for real-world adoption. We construct a novel
database with seven distinguishing disaster cases that feature
scenes captured by UAVs and ground-level cameras.

These are the summarized main contributions of this work:

1) We introduce a UAV-powered edge computing system for
disaster detection, leveraging an optimized transformer-
based architecture for accurate aerial image classi�ca-
tion. We test our framework on existing aerial imagery
datasets and provide an in-depth analysis of the impact
of various compression and quantization techniques on
performance.

2) Explainable AI techniques are used to highlight the areas
the model focuses on the most while making predictions.

3) A novel dataset, DisasterEye, containing geospatially di-
verse disaster scenes captured by UAVs and ground-level
cameras is created to enhance relevance and realism.

4) We validate the performance of our optimized model on
a Jetson Nano platform, commonly used in UAVs, to
demonstrate its deployability.

5) Our results show that the proposed model achieves real-
time performance on both traditional desktop systems

and resource-constrained platforms after optimization.
The optimized model is two to three times smaller than
the original (pre-optimized model), with only a minor
accuracy drop ranging from 0.26% to 1.87% for FP16
optimization and 0.55% 2.13% for INT8 across different
datasets. Despite this, the model maintains competitive
accuracy on the AIDER dataset and even outperforms
existing benchmarks on the DFAN dataset.

The remaining information in this paper is structured as
follows: Section II provides related works and background
information. Section III explains the methodology, in particular,
the training and optimization of the model. In Section IV, we
analyze datasets and results. Finally, Sections V and VI present
a discussion of the achievements and limitations, along with
concluding remarks and directions for future work.

II. BACKGROUND AND RELATED WORK

This section discusses previous work on disaster classi�ca-
tion with UAVs and provides background on Vision Transform-
ers and optimization techniques.

In the last four years, several new UAV datasets speci�cally
designed for disaster detection have emerged [10], [16], [37],
[15], [14], [12], [13], [11]. One of the notable examples is
AIDAR, a disaster aerial image database introduced by Kyrkou
and Theocharides [10] for disaster management and recovery
applications. They also proposed EmergencyNet, a lightweight
CNN based on atrous convolutions, which ef�ciently processes
multiresolution features and performs well on low-power plat-
forms, exhibiting only a 1% accuracy drop compared to state-
of-the-art models at the time [9]. Similarly, Rahnemoonfar et
al. [16] introduced FloodNet, a high resolution aerial imagery
dataset designed for post-�ood analysis, used in classi�cation,
semantic segmentation, and even visual question-answering
tasks. Khose et al. [17] leveraged FloodNet for semi-supervised
classi�cation and supervised segmentation with cutting-edge
CNN models, achieving impressive test precision from 84% to
96%. Yar et al. [37] proposed the DFAN dataset, a medium-
scale challenging �re classi�cation dataset designed to handle
extremely diverse, highly similar �re/non-�re images with
unbalanced classes. It includes multiple �re cases and extends
traditional �re detection datasets by adding indoor and a larger
number of outdoor �re classes, which contributes to more
accurate �re detection. Gao et al. [15] presented a Landsat-
8 dataset tailored for active �re (AF) detection, with precise
labeling of various types of �res and interference objects,
along with Land Surface Temperature (LST) data to improve
the model's �re identi�cation performance. Yu et al. [14]
focused on detecting forest �res in southwest China using
daily nighttime light remote sensing data from the SNPP-
VIIRS Black Marble product (VNP46A2), with a random
forest classi�cation model achieving over 92% precision. Li
et al. [12] used Sentinel-2 multispectral and Sentinel-1 SAR
data to classify destroyed buildings in Gaza, using a Random
Forest model and bitemporal difference analysis, validated with
of�cial reports and social media. Ye et al. [13] proposed a
deep learning framework for the detection of landslides on
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hyperspectral images, using a deep belief network for the
extraction of spectral-spatial features and logistic regression for
classi�cation, achieving an outstanding precision of 97.91%.
Finally, Wang et al. [11] reviewed deep learning models
for building damage detection using remote sensing images,
revealing challenges like dataset scarcity and classi�cation
accuracy, with models ranging in performance from 52.2%
to 95.82% for binary classi�cation and 14% to 86.5% for
multilevel classi�cation.

Many architectures have been speci�cally tailored to achieve
real-time performance on resource-constrained devices in the
context of disaster and �re detection. Bhadra et al. [1] introduce
a CNN-based multibranch feature extraction technique com-
bined with a mixed attention mechanism, improving disaster
image classi�cation by focusing on local features and using
SRGAN-based super-resolution to enhance image quality. Ijaz
et al. [8] propose a framework to optimize CNN models for
real-time applications. Khan et al. [5] present MAFire-Net, a
multi-attention �re detection network that enhances ConvNeXt-
T with channel and spatial attention modules, improving both
accuracy and inference speed, while also introducing a large-
scale �re dataset for real-world �re detection applications.
Yar et al. [3] address domain shift issues by employing
data augmentation and a re�ned DenseNet backbone with a
soft attention mechanism, improving accuracy and real-time
capabilities for �re detection in remote sensing using drone
and satellite images, while introducing the ADSF dataset.
Mogaka et al. [2] propose a co-design optimization strategy
for the deployment of the EmergencyNet CNN on UAVs, using
channelwise pruning and additive powers-of-two quantization
(APoT) to compress the model and improve computational
ef�ciency, achieving high accuracy with the AIDER dataset.
Yar et al. [4] develop an ef�cient �re detection architecture
using MobileV3 as the backbone and a modi�ed soft-attention
mechanism, enabling real-time performance on both CPU and
GPU devices while maintaining high accuracy in intelligent
surveillance applications. Finally, Wang et al. [47] introduced
TrackingMamba, which employs a single-stream tracking ar-
chitecture using Vision Mamba as its backbone. This represents
a novel approach in both the type of model used for resource-
constrained devices and a shift in the research focus. The
authors also specialized in visual tasks in jungle environments
and introduced an RGB-T object detection dataset for mountain
jungles [48].

A. Vision Transformers

The progression of neural networks in natural language pro-
cessing (NLP) has led to the dominance of Transformers [19].
Based on attention mechanisms, Transformers were initially
crafted for sequence modeling and transduction tasks [19]. The
ability to effectively capture long-range dependencies guided
researchers to utilize them for computer vision tasks.

Vision Transformer (ViTs) [20] is the �rst transformer-based
architecture that was applied to the computer vision domain.
Thanks to the use of attention mechanisms to capture global re-
ceptive �elds, they quickly outperformed convolutional neural

networks and showed effectiveness in many computer vision
tasks, such as classi�cation [20], [21], object detection [22],
[24] and semantic segmentation [23]. However, the signi�-
cant number of parameters and the computational overhead
of Transformers are challenging during their deployment on
resource-constrained hardware devices [25]. Therefore, com-
pression techniques for ViTs are needed to achieve practical
deployments [26].

B. Optimization Techniques

There are several common techniques to optimize massive
neural networks: quantization, pruning, distillation, and adap-
tation of architecture design. We will focus on the quanti-
zation method in this paper. Quantization techniques can be
categorized into Quantization-Aware Training (QAT) and Post-
Training Quantization (PTQ). The difference is that QAT [27]
depends on training and enormous GPU resources to achieve
low-bit quantization with satisfactory performance, while PTQ
is training-free. In our work, we will focus on PTQ.

Many Post-Training Quantization algorithms have been
developed and evaluated on CNNs. However, they do not
effectively manage transformer-based models with nonlinear
arithmetic, such as Softmax, GELU, and LayerNorm. For that
reason, various quantization methods tailored for the unique
structure of Transformers are proposed. FasterTransformer
[29] is designed to deliver high-performance inference
for architectures such as BERT [43], GPT [42], and
Swin Transformer [24] and keeps nonlinear operations in
dequantized �oating-point arithmetic. Q-ViT [35] takes
the widths and scales of the quantization as able-to-learn
parameters. Other solutions are ranking loss [30], presented to
preserve the correct relative order of the quantized attention
map, PTQ4ViT [31] with twin uniform quantization and a
Hessian metric for the evaluation of multiple scaling factors,
and FQ-ViT [25] which proposes two different quantizations
specially tailored for LayerNorm and Softmax, but ignores the
GELU operation since it is based on I-BERT [36]. Finally,
RepQ-ViT [34] addresses the extreme variations of LayerNorm
and Softmax layers, while PSAQ-ViT [32], [33] introduces a
data-free ViT quantization built upon patch similarity.

In summary, an analysis of previous work reveals that
most existing disaster detection models employ lightweight
convolutional neural networks to enable classi�cation on
resource-constrained hardware. Although CNNs can be easily
deployed to edge devices, they are limited in their learning
capacity due to a smaller number of parameters, which hinders
their ability to capture complex features. Vision Transformers
overcome this limitation by leveraging attention mechanisms;
however, their substantial computational requirements make
deployment on resource-limited hardware, such as that found
on UAVs, particularly challenging. As a result, optimization
techniques are necessary.

However, many state-of-the-art optimization methods leave
certain layers in full precision, which can slow down inference
on edge devices. This makes them less suitable for achieving
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Fig. 1: Overview of the proposed UAV-powered disaster detection framework: (1) Training stage – Images are preprocessed and
passed through a Transformer-based backbone for feature extraction, followed by training a classi�cation head on a traditional
workstation; (2) Inference stage – The trained model is deployed to the UAV platform and optimized using post-training
quantization (PTQ) for real-time, on-device disaster classi�cation.

real-time performance in UAV-based applications. Furthermore,
most of the datasets used in previous studies focus on a
single type of disaster or only a few categories, making them
inadequate for practical real-world deployment where diverse
disaster scenarios must be accurately recognized.

To address these limitations, our proposed method integrates
a transformer-based model optimized for real-time performance
on UAVs using ef�cient post-training quantization. We also in-
troduce a novel dataset with a wide range of disaster scenarios
and environmental variations. The details of our approach are
presented in the Methodology section III, and the effectiveness
of our method is demonstrated through extensive evaluations
in the Experimental Results section IV.

III. M ETHODOLOGY

A. Problem Formulation

Traditional CNNs have been commonly used in UAV disaster
classi�cation tasks because of their effectiveness on edge
devices; however, they rely on localized receptive �elds, which
can affect the capture of long-range dependencies essential
for complex scene understanding. At the same time, Vision
Transformers surpass this limitation by introducing attention
mechanisms [20], but their deployment on edge platforms is
constrained by high computational costs and a large number of
parameters. Our proposed framework addresses this challenge
by optimizing a transformer-based model using post-training
quantization (PTQ) techniques to meet the real-time, low-
power demands of UAV edge platforms.

The framework is presented in Fig. 1 and contains two
stages:

� Model Training Stage: Images are preprocessed and
passed through a transformer-based backbone for feature
extraction. The classi�cation head is then trained on
these features. This stage is performed on a traditional
workstation.

� Model Inference Stage:The trained model is deployed
to the target device and optimized using post-training
quantization (PTQ) for real-time disaster detection.

In the following sections, we provide detailed insights into
each component of our framework, including image prepro-
cessing, the architecture used for feature extraction, the loss
function for training the classi�er, the optimization techniques
employed to achieve real-time performance, and the platforms
selected for inference demonstration.

B. Image Preprocessing

The images were scaled to 224 × 224 × 3 to match the input
requirements of the Transformer architecture used for feature
extraction. To remove potential boundary artifacts, we applied
center cropping, retaining the central region of the speci�ed
size. Finally, normalization is applied with the mean values
(0.485, 0.456, 0.406) and standard deviations (0.229, 0.224,
0.225) corresponding to the RGB channels, aligning with
commonly used values for models pre-trained on ImageNet.

C. Feature Extraction

In this work, we use the Swin Transformer [24] backbone
for feature extraction. Its hierarchical architecture with shifting
windows allows performance at multiple scales while main-
taining linear computational complexity. This design enables
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the model to focus on both �ne-grained and global features,
a task that is typically challenging for CNNs. In the begin-
ning, a patch-splitting module divides RGB images into non-
overlapping patches. Each patch represents a ”token” that will
be further projected into an arbitrary dimension with a linear
embedding layer. To produce a hierarchical architecture, patch
merging layers reduce the number of ”tokens” as the network
deepens. At the same time, the number of channels increases.
Swin Transformer blocks follow the linear embedding layer in
the �rst stage and patch merging layers in the other stages.
Their role is to transform features while maintaining the same
resolution. In Fig. 1, we can see the structure of two successive
Swin transformer blocks. In the second block, the standard
multi-head self-attention (W-MSA) module is replaced with
a module built upon shifted windows, while the rest of the
layers remain unchanged. This transformation handles the issue
of reduced connectivity between neighboring, non-overlapping
windows, improving the model's ability to capture global
context.

D. Loss Function

After feature extraction, we obtain high-level feature rep-
resentations that capture both local patterns and global de-
pendencies across the image. These representations are then
passed to a classi�cation head, which in our case consists of
a single fully connected layer. This design choice minimizes
the computational overhead associated with more complex or
deeper classi�er heads. The classi�cation head maps the feature
representations to a vector oflogits, zi = [ zi; 1; zi; 2; : : : ; zi;C ],
where C is the number of disaster classes. Each logitzi;j

represents the unnormalized con�dence that thei -th input
belongs to classj . These logits are directly passed to the
Categorical Cross-Entropy Loss function, which internally ap-
plies the softmax operation to compute the predicted class
probabilities. The loss quanti�es the difference between this
predicted distribution and the true class label (represented as a
one-hot encoded vector) and is used to train the classi�er.

The loss over a batch ofB samples is computed as:

Loss= �
1

B

BX

i =1

0

@zi;y i � log

0

@
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A

1

A (1)

where B is the number of samples in one batch,C is the
total number of classes,zi;j is the logit for classj of the i -th
sample, andzi;y i is the logit of the true classyi for the same
i -th sample.

This loss function guides the training process by encouraging
the model to assign higher logits to the correct classyi , thus
improving the classi�cation accuracy. It ensures that the fea-
tures extracted by the Swin Transformer are effectively utilized
by the classi�cation head to produce accurate predictions.

E. Model Optimization

We use Post-Training Quantization to optimize our models
and achieve real-time performance on edge devices. PTQ is a
method to decrease the computational and memory expenses

on inference. This is done by de�ning the weights, activations,
and attention with reduced-precision data types such as 16-bit
�oating point and 8-bit instead of the original 32-bit �oating
point. The model can achieve faster performance thanks to
simpler matrix multiplications by reducing the number of bits.
Moreover, it requires less storage memory and consumes less
energy. In this work, we employ the TensorRT quantization
technique and compare it with MinMax, EMA [38], Percentile
[39], OMSE [40], FQ-ViT [25], RepQ-ViT [34], and PSAQ-
ViT [32] quantization methods.

TensorRT is an SDK developed by NVIDIA speci�cally for
faster performance on NVIDIA GPUs [41], using �ve different
optimizations: precision calibration, layer and tensor fusion,
kernel auto-tuning, multistream executions, and dynamic tensor
memory. Precision calibration in TesnorRT supports two types
of quantization, FP16 and INT8. When using FP16, weights
and activations are represented with 16 bits: 1-bit sign, 5-bit
exponent, and 10-bit mantissa. This representation reduces the
model size by roughly half and improves performance speed.
However, some weights may under�ow or over�ow, potentially
becoming zero or losing precision, which can degrade model
accuracy.

To successfully quantize the model to INT8, the range[a; b]
of original �oat32 values must be linearly projected into the
INT8 space. This is usually done by introducing a scale factor
s and a zero-point (bias)z. If x f represents a �oat32 value,
xq the quantized INT8 value, and the quantization bit-width is
bw , the general quantization formula is:

xq = clip
�

round
� x f

s
+ z

�
; 0; 2bw � 1

�
(2)

where round(�) denotes rounding to the nearest integer, and
clip(x; l; u ) = min(max( x; l ); u) restricts values within the
range[l; u].

However, since TensorRT employs symmetric quantization
for both activations and weights, the zero-pointz = 0 and the
�oat32 range becomes[� a; a], so:

s =
a � b

2bw � 1
=

2a
2bw � 1

; z = clip
�

�
b
s

; 0; 2bw � 1
�

= 0 (3)

and the quantization simpli�es to:

xq = clip
�

round
� x f

s

�
; 0; 2bw � 1

�
(4)

Here, the factora is usually determined by calibration, a
process that runs sample data through the model to collect
statistics on activations' dynamic ranges, but it can be a default
value for each layer when the calibration data are missing.

These quantization steps are integrated into our optimization
pipeline, enabling us to reduce the size and latency of the
model while maintaining acceptable accuracy. We apply both
FP16 and INT8 quantization techniques to our transformer-
based model and compare their performance against state-of-
the-art PTQ methods to validate real-time applicability on UAV
hardware.
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Algorithm 1 Transformer-Based UAV Disaster Detection with
Post-Training Quantization

Require: DatasetD = f (x i ; yi )gN
i =1 , Pretrained Swin Trans-

former modelM (ImageNet weights), Batch sizeB , Learn-
ing rate� , Number of epochsE, Quantization methodQ,
Inference platformsP = f Colab; Jetson Nanog

1: 1. Dataset Splitting:
2: Split D into:

� Training setD train (e.g., 70%)
� Validation setD val (e.g., 20%)
� Test setD test (e.g., 10%)

3: 2. Preprocessing:
4: for each imagex i 2 D do
5: Resizex i to 224� 224� 3
6: Center-crop and normalize using ImageNet mean/std
7: end for
8: 3. Model Training:
9: Initialize Swin TransformerM with ImageNet pretrained

weights
10: for epoche = 1 to E do
11: Shuf�e D train

12: for each mini-batchB = f (xb; yb)g in D train do
13: Extract featuresf b = M:backbone(xb)
14: Compute logitszb = FC(f b)
15: Compute cross-entropy loss:

L = �
1

jB j

jB jX

i =1

0

@zi;y i � log
CX

j =1

ezi;j

1

A

16: Update weights:�  � � � r � L
17: end for
18: EvaluateM on D val for early stopping or hyperparam-

eter tuning (optional)
19: end for
20: 4. Model Conversion:
21: Export trained modelM to ONNX format ! M ONNX

22: 5. Deployment and Optimization:
23: for each platformp 2 P do
24: Deploy ONNX modelM ONNX to platformp
25: Apply post-training quantization usingQ (e.g., Ten-

sorRT FP16/INT8)
26: Use default activation ranges (no calibration)
27: Convert to quantized modelM q

28: Run inference onD test and record metrics: accuracy,
latency, memory usage

29: end for
30: return Quantized modelM q

F. Model Inference

We comprehensively evaluate the inference of the optimized
model across two distinct platforms: (1) a high-computational
machine available on Google Colab, equipped with a 16 GB
NVIDIA T4 GPU, an Intel Xeon CPU running at 2 GHz, and
12 GB of RAM; and (2) a resource-constrained edge device,
widely used in UAV applications, the NVIDIA Jetson Nano,
featuring a 128-core Maxwell GPU, a quad-core ARM Cortex-
A57 CPU running at 1.43 GHz, and 4 GB of LPDDR4 RAM.
This dual-platform evaluation demonstrates the effectiveness
and deployability of our optimization techniques in both
settings.

To better clarify our methodology, we present an algorithm
that illustrates the key concepts in Algorithm 1. This algorithm
provides a step-by-step overview of the full pipeline.

IV. EXPERIMENTAL RESULTS

In this section, we present the datasets used in our work and
describe the evaluation metrics. This is followed by a detailed
discussion of training and optimization performance. We also
analyze visual results using explainable AI techniques and
compare our approach with various state-of-the-art quantization
methods and benchmark models.

A. Datasets

Our work utilizes three different datasets: DFAN [37],
AIDER [10], and DisasterEye, our custom dataset. Fig. 2 shows
example images in these datasets.

The DFAN dataset is a medium-scale database of 3,803
images representing different �re scenarios, divided into 12
imbalanced classes. The photos were sourced from multiple
locations, including videos, which led to duplicate images.
Due to noise and huge class diversity, this dataset hinders
the training of models. The AIDER dataset [10] is a unique
and comprehensive resource for disaster classi�cation tasks.
It comprises 6923 images divided into �ve classes: collapsed
buildings, �re, �ood, and traf�c accidents, followed by a
normal class. The aerial disaster images were manually col-
lected from various online sources. Each disaster class contains
approximately 500 photographs, while the normal class has a
signi�cantly more extensive set of 4,390 images, which can
challenge models on inference.

Previous datasets often include only a limited number of
disaster types or focus on a single class, such as �re. As a result,
models trained on these datasets tend to be inadequate for
real-world deployment, where the ability to distinguish among
various disaster scenarios is crucial. In practice, each type of
disaster may require a unique response strategy, making a broad
and accurate classi�cation essential. Consequently, there is a
clear need for a new benchmark dataset that encompasses a
wider range of disaster scenarios and provides a more robust
foundation for real-world applications.

DisasterEye is our custom dataset that includes images
captured by UAVs during or after disaster events, as well
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Fig. 2: Samples images of various UAVs-based datasets: a) DFAN; b) AIDER; c) DisasterEye.

Fig. 3: Class statistics for the DisasterEye dataset.

as ground-level images taken by surveillance and smartphone
cameras. The dataset consists of 2,751 images classi�ed into
eight classes: �ood, �re, traf�c accident, post-earthquake,
mudslide, landslide, normal, and con�ict. The samples were
collected from various online sources, such as Google Images
and YouTube.

In addition to offering a greater variety of disaster types than
existing datasets, DisasterEye provides a valuable benchmark
due to its diversity in image acquisition conditions. It includes
data from different camera types—UAVs, surveillance systems,
and smartphones—and features regional variations, ensuring
broad representation of terrain types, urban and rural settings,

architectural styles, camera angles, weather conditions, and
lighting, including images captured during both day and night.
This diversity improves the realism and suitability of the
dataset for developing robust disaster classi�cation models
applicable to real-world scenarios. Fig. 3 shows the distribution
of instances per class in the training, validation, and testing
subsets for the DisasterEye dataset, while Table I shows the
distribution of samples for each dataset. Similarly to the DFAN
dataset in [37], we uniformly divided the dataset into three
sets: 70% of the data for training, 20% for validation and the
remaining 10% for testing purposes.

TABLE I: Number of samples per subset for each dataset.

Dataset Training Validation Testing Total Number

DFAN 2657 770 376 3803

AIDER 4862 690 1371 6923

DisasterEye 1920 272 559 2751

B. Evaluation Metrics

We used the following evaluation metrics: accuracy, pre-
cision, recall, and F1-score to make a fair comparison of
the proposed model, evaluating its performance before and
after applying various quantization strategies. The accuracy
expresses the number of correctly classi�ed instances in one
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Fig. 4: Visualization of the model's attention on benchmark datasets: a) AIDER, b) DFAN, and c) DisasterEye. The attention
maps highlight image regions the model considers most relevant for disaster classi�cation. For instance, in �re cases, the
model emphasizes areas with �ames and smoke; for landslides, it focuses on displaced rocks and debris; in cases of collapsed
buildings, attention is drawn to ruins. During �ood scenarios, the model highlights folded or submerged roads; in traf�c accidents,
it concentrates on crashed vehicles; and for con�ict scenes, it identi�es large groups of people or signs of unrest.

dataset, while loss is used to analyze the performance of
trained models. The F1-score provides a balance between
precision-positive predictive value and recall-model sensitivity.
In addition, we also focus on latency, throughput, and model
size. Latency presents the model's time to complete a single
inference. Throughput tells us how many instances can be
processed in a speci�c time frame; in particular, we analyzed
the number of frames processed in one second (FPS). Finally,
the size of the model is essential for deployment on edge
devices.

C. Training Performance

The training is conducted on a desktop computer with
an NVIDIA GeForce RTX 2080 12 GB and an Intel Xeon
Silver 4215 CPU running at 2.50 GHz and 12 GB of RAM.
We use three different benchmark datasets, AIDER, DFAN,
and DisasterEye, to examine the performance of our model.
The images in the datasets are initially divided into training,
validation, and testing subsets for fair evaluation. Splitting the
data is followed by image prepossessing, including resizing,
cropping, and normalization to ensure consistency in size,
format, and intensity distribution. We �ne-tune our proposed
model with ImageNet weights to avoid over�tting and achieve
good generalization. We use the Adam optimizer and a learning
rate of 1e� 5 on all datasets and �ne-tune the model until
convergence.

The evaluation of the proposed model is done using categor-
ical cross-entropy loss. The results, available in Table II, show
that our model performs satisfactorily on the AIDER dataset.
At the same time, a more signi�cant number of classes and a
limited number of instances in DFAN and DisasterEye hinder
the model's generalization.

TABLE II: Performance of the proposed model after training
on the benchmark datasets and optimization with TensorRT.

Dataset Method (w/a/att) Accuracy
Latency

FPS
Model Size

[ms] [MB]
AIDER Original 32/32/32 0.9825 48.87 20.46 107

TensorRT INT8 0.9770 4.23 236.41 36.76
TensorRT FP16 0.9799 2.97 336.92 58.89

DFAN Original 32/32/32 0.9309 63.36 15.78 107
TensorRT INT8 0.9096 4.16 240.17 34.91
TensorRT FP16 0.9122 3.27 305.43 58.85

DisasterEye Original 32/32/32 0.9016 79.54 12.57 107
TensorRT INT8 0.8945 4.33 230.73 33.47
TensorRT FP16 0.8962 3.01 332.26 58.74

D. Optimization Performance

We optimize the proposed model using NVIDIA's SDK
TensorRT to achieve real-time performance on our devices and
reduce the model size. TensorRT allows two types of precision
calibration: FP16 and INT8.
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Fig. 5: Visual Results of the proposed model on benchmark datasets: a) AIDER, b) DFAN, and c) DisasterEye.

Precision calibration with 16-bit reduces the memory foot-
print, which minimizes the model size roughly by half and
gives four times faster inference. At the same time, shrinking
the memory footprint can affect the accuracy of the models.
This is visible from the performance of the quantized model
on the DFAN dataset shown in Table II. The accuracy of
the model decreased by approximately 1.9%. However, FP16
precision calibration with TensorRT did not signi�cantly harm
the accuracy of the model on the AIDER and DisasterEye
datasets (it decreased by 0.26% and 0.54%, respectively). This
was because FP16 had enough precision and dynamic range to
represent most of the values in those cases.

INT8 precision calibration in TensorRT was achieved using
plain INT8 quantization with default dynamic ranges. We do
not observe a notable drop in accuracy (more than 0.3%)
compared to FP16 quantization on our datasets. However,
there is a signi�cant drop in the model size, which is now
reduced by roughly 70% of the original size. At the same
time, latency is slightly increased compared to TensorRT FP16
optimization due to the need for precision scaling and zero-
point adjustments.

In general, both FP16 and INT8 quantization with TensorRT
achieve real-time performance, as shown in Table II. The
results were recorded on an NVIDIA T4 GPU using Google
Colab, which provides a more convenient environment for
TensorRT installation.

E. Visual Results Analysis

Fig. 4 shows the visualization of the model's attention
on benchmark datasets. The heatmaps illustrate the regions

the model focuses on when making predictions. The regions
colored red indicate high importance, while the regions colored
black represent areas that do not contribute signi�cantly to the
model's decision. From the �gure, we can observe that the
model highlights �ames and smoke for �re disasters, rocks and
debris for landslides, vehicles in the case of traf�c accidents,
�ooded streets for �oods, large groups of people in con�ict
scenarios, and ruins in cases of collapsed buildings. This shows
that the model's attention changes depending on the type of
disaster.

If we focus on a single disaster case, such as �re, we can
observe that the model sometimes emphasizes smoke more than
the actual source of the �re, indicating certain imperfections
in its attention mechanism.

Fig. 5 shows the visual results of the performance of our
quantized model on our datasets. Usually, the model mistakes
similar classes, such as landslide and mudslide, as seen from
the last example in the third row. Moreover, the model makes
errors because of its tendency to associate speci�c objects or
features with particular classes. For example, the last picture
in the �rst row shows scenery that can be associated with
collapsed buildings. Finally, we observe failure cases when
more than one disaster is illustrated in the photo. The last
picture in the second row shows a bus �re, but cars are also
present.

These problems could be solved by increasing the number
of frames for each category and introducing multilabel classi-
�cation per frame.

Fig. 6 presents examples of images from the test subset
of the DisasterEye dataset. The images vary in terms of
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Fig. 6: Visual Results of the Proposed Model under Different Conditions: a) Similar contrast levels, b) low-light/nighttime
scenes, c) unstable weather, d) various viewing angles, e) varied terrains, and f) diverse architectural settings. Examples are
taken from the testing subset of the DisasterEye dataset.

camera angles, terrain types, architectural styles, and weather
conditions such as rain, sunshine, and fog. They also differ
in the time of day—some were taken during daylight, while
others were captured at night. Moreover, we include examples
from different classes that share similar contrast levels to
demonstrate the robustness of our model. All of these variations
are intended to challenge the model and demonstrate its real-
world applicability. From the �gure, we can observe that
the model successfully classi�es disasters under challenging
conditions such as similar contrast, nighttime, and extreme
weather (e.g., fog). It also performs well with varying angles
and effectively captures features relevant to speci�c terrains
and architectural styles, enabling accurate classi�cation.

F. Ablation Experiments

In this paragraph, we examine the performance of the
proposed model while employing different optimization tech-
niques. In addition to the proposed TensorRT optimization, we
use MinMax, EMA, OMSE, Percentile, FQ-ViT, RepQ-ViT,
and PSAQ-VIT quantization techniques. The results can be
found in Table III.

MinMax, EMA, OMSE, and Percentile optimization tech-
niques were designed mainly for CNN architectures. Therefore,
they focus on Convolutional, Linear, and MatMul modules
while lacking solutions for handling Softmax, LayerNorm, and
GELU layers. This means many layers stay in a 32-bit �oating
point, resulting in the mix-precision network and unchanged
model size; however, a signi�cant speed-up, enough for real-
time performance, can be seen for all these methods.

FQ-ViT, specially tailored for transformer-based architec-
tures, proposes powers-of-two-scale quantization for Layer-
Norm and log-int quantization for Softmax layers. However,
FQ-ViT does not focus on GELU activations, leading to partial

performance. Due to dequantized �oating-point parameters
during inference, ef�cient low-precision arithmetic units are
not fully utilized, and, therefore, we get unsatisfactory model
acceleration.

RepQ-ViT is another post-training quantization technique
for VITs. Unlike FQ-VIT, this technique is based on quan-
tization scale parameterization and uses complex quantizers
during quantization and scale-reparameterized simpli�ed quan-
tizers during inference. The main focus is on post-LayerNorm
and post-Softmax activations, while GELU layers remain un-
touched. The results show identical (in the cases of AIDER
and DisasterEye datasets) and almost identical (on the DFAN
dataset) accuracy using 8-bit weights and activations. On the
other hand, 4-bit activations signi�cantly degrade performance.
In both cases, real-time performance is achieved, but without
a signi�cant reduction of memory footprint.

The Patch Similarity Aware data-free quantization frame-
work (PSAQ-VIT) focuses on calibration during quantization.
In particular, generated data were used to calibrate the quanti-
zation parameters. This framework focuses on issues related to
data privacy and security during the deployment of the model
and enables data-free calibration. However, experiments show
signi�cantly lower results in terms of accuracy compared to
both original and optimized models using TensorRT.

In conclusion, the presented PTQ methods only partially
quantize transformer models. Key components such as Lay-
erNorm, Softmax, and GELU are often left in full precision,
resulting in minimal model compression and limited inference
acceleration. As a result, these techniques typically do not
meet real-time requirements unless they are deployed on high-
performance hardware, making them unsuitable for lightweight
UAV platforms operating in real-world environments.

In contrast, TensorRT-based PTQ leverages a range
of advanced optimization techniques, including precision
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calibration, layer and tensor fusion, kernel auto-tuning,
multistream execution, and dynamic tensor memory
management. These collectively lead to signi�cant reductions
in model size and faster inference, both of which are crucial
for UAVs due to their limited onboard memory, computational
capacity, and power constraints.

TABLE III: Optimization methods used on the proposed model.

Dataset Method (w/a/att) Accuracy
Latency

FPS
Model Size

[ms] [MB]
AIDER Original 32/32/32 0.9825 48.87 20.46 107

MinMax 8/8/8 0.9789 37.01 27.02 107
EMA 8/8/8 0.9825 37.51 26.66 107
OMSE 8/8/8 0.9825 37.62 26.58 107
Percentile 8/8/8 0.9818 37.34 26.78 107
FQ-VIT 8/8/4 0.9839 55.90 17.89 107
RepQ-ViT 8/8/8/ 0.9825 35.40 28.25 106
RepQ-ViT 4/4/8/ 0.9533 37.80 26.46 106
PSAQ-VIT 8/8/8/ 0.9803 66.55 15.03 106
PSAQ-VIT 4/8/8/ 0.9759 66.39 15.29 106
TensorRT INT8 0.9770 4.23 236.41 36.76
TensorRT FP16 0.9799 2.97 336.92 58.89

DFAN Original 32/32/32 0.9309 63.36 15.78 107
MinMax 8/8/8 0.9096 40.64 24.61 107
EMA 8/8/8 0.9016 40.16 24.90 107
OMSE 8/8/8 0.9149 40.71 24.56 107
Percentile 8/8/8 0.9149 39.69 25.20 107
FQ-VIT 8/8/4 0.9149 59.63 16.77 107
RepQ-ViT 8/8/8/ 0.9282 40.31 24.81 106
RepQ-ViT 4/4/8/ 0.7128 43.38 23.05 106
PSAQ-VIT 8/8/8/ 0.7872 71.07 14.07 106
PSAQ-VIT 4/8/8/ 0.7766 79.07 12.65 106
TensorRT INT8 0.9096 4.16 240.17 34.91
TensorRT FP16 0.9122 3.27 305.43 58.85

DisasterEye Original 32/32/32 0.9016 79.54 12.57 107
MinMax 8/8/8 0.8748 40.83 24.49 107
EMA 8/8/8 0.8819 40.74 24.55 107
OMSE 8/8/8 0.9070 41.98 23.82 107
Percentile 8/8/8 0.8962 40.38 24.76 107
FQ-VIT 8/8/4 0.8855 59.70 16.75 107
RepQ-ViT 8/8/8/ 0.9016 32.25 31.01 106
RepQ-ViT 4/4/8/ 0.8175 35.76 27.96 106
PSAQ-VIT 8/8/8/ 0.8229 66.70 14.99 106
PSAQ-VIT 4/8/8/ 0.8265 63.02 15.87 106
TensorRT INT8 0.8945 4.33 230.73 33.47
TensorRT FP16 0.8962 3.01 332.26 58.74

G. Comparison With the State-of-the-Art

Table IV displays the performance of state-of-the-art models
on benchmark datasets alongside our proposed method. The
results vary depending on the hardware platforms used.

When examining our model's performance on a traditional
desktop after FP16 optimization and comparing it with other
high-computation machines, we observe that for the AIDER
dataset, our model achieves the same F1-score as the Mo-
bileNet model from [8] and outperforms other previously

trained networks. In [8], the authors utilized class weights
during MobileNet training to address class imbalance, which
improved the model's predictions. In contrast, our results rely
solely on the Transformer's capability to extract informative
features from frames. In terms of frames per second (FPS), our
model surpasses all lightweight models with fewer parameters
and smaller sizes.

For the DFAN dataset, limited-capacity networks like Mo-
bileNet perform poorly due to the dataset's smaller number
of samples per category and the presence of twelve distinct
classes. In this case, our model achieves the highest F1-score
and outperforms other approaches such as [37], [5], [3], and
[4], both in terms of speed and with a competitive model size.

Now, turning to the resource-constrained Jetson Nano plat-
form, commonly used in UAVs, we deployed our model using
INT8 precision to minimize size, which is critical due to UAV
battery limitations. On the AIDER dataset, our model achieved
F1-score close to that of the FP16 version. The slight drop
is attributed to the reduced precision range in INT8. Despite
having a larger model size than some alternatives, our model
runs in real-time on the Jetson Nano. Its performance on the
DFAN dataset is particularly noteworthy—it achieves better
accuracy than models run on high-computation platforms,
while maintaining a model size comparable to smaller networks
and achieving real-time performance.

These results demonstrate that our model is suitable for
deployment on resource-constrained platforms commonly used
in UAVs. It delivers satisfactory accuracy across different tasks
and supports onboard processing, eliminating the need for
reliance on centralized servers.

V. D ISCUSSION

Our work proposes a Transformer-based architecture opti-
mized for disaster recognition from UAV imagery, particu-
larly emphasizing real-time performance and deployment on
resource-constrained platforms. This approach departs from
most previous efforts, which predominantly rely on CNN-based
models tailored to speci�c disaster types or high-performance
environments.

While these CNN-based methods are optimized for speed
and real-time performance, they largely depend on convolu-
tional backbones and exhibit limited expressiveness in handling
complex spatial patterns. Moreover, many require dataset-
speci�c tuning, class balancing, or preprocessing to achieve
satisfactory generalization. In contrast, our Transformer-based
approach offers a more substantial capacity for global contex-
tual reasoning across disaster types without relying on manual
interventions such as class weighting.

Furthermore, we comprehensively analyzed multiple post-
training quantization (PTQ) strategies—MinMax, EMA,
OMSE, Percentile, FQ-ViT, RepQ-ViT, and PSAQ-VIT. While
some of these methods achieve partial acceleration, they leave
critical components (e.g., GELU, Softmax, LayerNorm) in
high precision or fail to provide consistent compression and
speedup. Our results demonstrate that TensorRT-based INT8
quantization is the most effective for real-world deployment,
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TABLE IV: Summary of results of previous models trained on our datasets and our compressed, proposed model.

Dataset Models System speci�cation F1-Score FPS Number of
Parameters [M]

Model Size
[MB]

AIDER Fire Net [18] ARM Cortex-A57 0.905 9.85 5.2 5.2
EmergencyNet [9] ARM Cortex-A57 0.957 25 0.09 0.78
TinyEmergencyNet [2] NVIDIA Quadro RTX 5000 GPU 0.940 - 0.04 0.15
MFEMANet [1] - 0.970 - - -
MobileNet [8] Jetson Nano 0.980 4 3.2 37.00
MobileNet Compressed [8] Jetson Nano - 71 3.2 7.00
Our Model FP16 NVIDIA T4 GPU 16 GB GPU 0.980 336.92 27.5 58.89
Our Model INT8 NVIDIA T4 GPU 16 GB GPU 0.977 236.41 27.5 36.76
Our Model INT8 Jetson Nano 0.977 45.22 27.5 34.00

DFAN DFAN [37] NVIDIA GPU 2070 12 GB GPU 0.870 70.55 23.9 83.63
DFAN Compressed [37] NVIDIA GPU 2070 12 GB GPU 0.860 125.33 23.9 41.09
MobileNet [37] NVIDIA GPU 2070 12 GB GPU 0.810 - 3.2 37.00
MAFire–Net [5] NVIDIA GeForce RTX-3090 GPU 0.875 78.31 - 74.43
ADFireNet [3] NVIDIA GeForce RTX-3090 GPU 0.900 72.50 7.2 38.00
MobileNetV3+MSAM [4] NVIDIA GeForce RTX-3090 GPU 0.906 75.15 3.2 25.20
Our Model FP16 NVIDIA T4 GPU 16 GB GPU 0.912 305.43 27.5 58.85
Our Model INT8 NVIDIA T4 GPU 16 GB GPU 0.910 240.17 27.5 34.91
Our Model INT8 Jetson Nano 0.910 45.04 27.5 34.00

offering full-model compression, signi�cant inference acceler-
ation, and compatibility with edge platforms like Jetson Nano.

Experimental results validate that our model outperforms
state-of-the-art lightweight methods on benchmark datasets,
such as AIDER and DFAN, regarding F1-score and frames per
second. Notably, on the DFAN dataset, our model performs
particularly well despite the complexity of 12-class classi�ca-
tion, outperforming methods such as [37], [5], [3], and [4],
and achieving the highest F1-score. It runs in real-time on
embedded platforms while maintaining a competitive model
size.

From the perspective of explainability and practical util-
ity, our model supports heatmap-based attention visualization,
which illustrates disaster-speci�c focus areas (e.g., smoke in
�res, debris in landslides, ruins in collapsed buildings). Ad-
ditionally, our visual analysis reveals key limitations, such as
confusion in overlapping events or subtle class distinctions,
helping to guide future improvements.

We also evaluated the model's robustness using the test
subset of the DisasterEye dataset, which includes various envi-
ronments, lighting conditions, architectural styles, and weather
scenarios. The model successfully classi�ed disaster scenes
under these challenging conditions, proving its suitability for
real-world UAV applications.

Nonetheless, several limitations remain. While TensorRT
optimization enables deployment on NVIDIA-based platforms,
broader compatibility with other embedded systems is not guar-
anteed. The current model is also limited to single-label classi-
�cation; performance declines are observed in cases involving
multiple co-occurring disasters. These limitations suggest fu-
ture directions, including multi-label learning, temporal model-
ing with video sequences, and hardware-agnostic optimization.
Moreover, we did not incorporate data augmentation techniques
in this work, which we plan to explore in future research.
Lastly, although this study focuses solely on PTQ, we intend
to investigate other quantization strategies—such as pruning,
distillation, and quantization-aware training (QAT)—in our
future work.

VI. CONCLUSION

In this paper, we proposed a Transformer-based architecture
tailored for UAV-based disaster recognition under real-world
constraints. Our approach is designed for ef�cient deployment
on edge devices such as the Jetson Nano, enabling real-
time, onboard decision-making without reliance on central-
ized servers. We evaluated our model on three benchmark
datasets—AIDER, DFAN, and DisasterEye—demonstrating
superior performance in terms of F1-score compared to other
benchmark models, especially on the DFAN dataset. Our model
achieves real-time performance on both high-performance com-
puting units and resource-constrained devices.

We also introduced DisasterEye, a novel dataset featuring
real UAV imagery captured under diverse conditions, including
varying angles, lighting, terrains, and architectural styles. The
dataset includes a large number of disaster cases, which was not
the case in previous works, thus providing a strong foundation
for real-world applications. Through extensive visual analysis
and explainability via attention heatmaps, we showed how
our model focuses on critical disaster features, reinforcing its
reliability and transparency.

By addressing both computational ef�ciency and predictive
performance, our work presents a practical and deployable
solution for intelligent disaster response systems using UAVs.
The proposed framework paves the way for future advance-
ments in edge-AI-based remote sensing for disaster manage-
ment.
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